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1.

EXPLANATION OF WORK CARRIED OUT

This document covers the activities carried on during the second half of the Hercules project, namely
from month 19 to month 32.
Before detailing the contributions of each workpackage, we hereafter recall the main objectives of the
HERCULES project, as detailed in the original description of work (DoW) and later amendment.
The main target of the project is to enhance the predictability of next-generation high-performance
embedded platforms to support new kinds of applications that expose significant workload requirements
with safety-critical guarantees to safely interact with the environment. Current solutions require dividing
the application into multiple platforms, recurring to resource over-provisioning for supporting the
increasing computational demands without affecting the required real-time guarantees. Unfortunately,
this solution determined a significant increase in the overall power consumption, size and cost of the
prototype platforms for next-generation real-time applications. The advent of commercial-of-the-shelf
(COTS) heterogeneous many-core platforms is opening a series of opportunities in the embedded
computing market. Integrating multiple computing elements running at smaller frequencies allows
obtaining impressive performance capabilities at a reduced power consumption. Hercules aimed at
providing an integrated framework spanning the different layers of the architectural stack, from COTS
platform selection to the specification of clean programming interfaces, including the implementation of
efficient and predictable co-scheduling algorithms on open source RTOS and lightweight runtimes.
The HERCULES framework was intended to be sufficiently general, to be applicable to heterogeneous
real-time systems domains, from automotive to avionics to industrial automation and robotics.
The ambitious goals of the project were to demonstrate and implement the first industrial-grade
framework to provide real-time guarantees on top of cutting-edge heterogeneous COTS platforms for the
embedded domain. To obtain an order-of-magnitude improvement in the energy efficiency and cost of
next generation real-time systems. And to provide a homogeneous programming interface to simplify the
development of future real-time application on top of heterogeneous COTS platforms.
We will later detail how we believe all three main goals have been achieved. This required an impressive
amount of work at different levels of the compute continuum, conceiving, designing, and implementing
optimized compilers, Real-Time Operating Systems (RTOS), general purpose OS schedulers, hypervisor
support, co-scheduling algorithms, and applying and validating them on a set of representative
applications and benchmarks from multiple high-end embedded domains.

1.1.

Objectives

As devised in the DoW, the HERCULES main goals have been achieved through a multi-layer optimization
involving different levels of the architectural stack, according to the following verifiable objectives:
O1. Identify, characterize and select the most suitable heterogeneous COTS platforms to achieve
predictable performance with a high-power efficiency, a reduced and sustainable cost, and a clear
roadmap for allowing medium-to-long term industrial exploitation. The selection will be driven by
important platform-related parameters like performance/cost, power consumption, programmability
and predictability.
• This objective will be verified comparing the architectural costs of Hercules use cases with the
current prototypes, including the costs for hardware platform, power consumption, batteries and
power sources. Other verification parameters will be (i) market availability and roadmap of the
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selected platforms at the end of the project; (ii) source code availability of platform-related
runtimes and toolkits; and (iii) technical support received during the project.
O2. Provide a clean programming interface to virtualize the heterogeneous computing and memory
resources of the selected platforms, simplifying the development and deployment of parallel realtime applications on top of modern heterogeneous multi-core SoCs by means of simple parallel
programming models.
• This objective will be verified by the effort and time required to parallelize Hercules use case
applications, as well as by the degree of parallelism achieved in their parallelization.
O3. Implement an integrated RTOS and runtime execution support that seamlessly manages the
available computing and memory resources in an efficient and predictable way, hiding the
programming complexity of the heterogeneous platform under a simple programming interface. The
runtime support will enforce predictable execution models that have been recently proposed in the
real-time literature to reduce the worst-case execution times of real-time tasks, simplifying the timing
analysis.
• This objective will be verified by comparing the difference between the worst-case execution
times of tasks executing with and without the adopted execution model. Another verification
parameter will be the difference between measured and analytical WCET estimations, in order to
evaluate the tightness of the timing analysis associated to each execution model.
O4. Develop smart real-time co-scheduling algorithms to predictably manage the access to computing
elements and shared memory resources. As the number of computing cores integrated on a single
chip increases, a coordinated scheduling of computing and memory resources is key to obtain high
performance, avoiding memory bottlenecks that may cause a serialization of the parallel computing
activities. Memory scheduling is also key to avoid unpredictable contentions to shared resources,
lending the system to a tighter schedulability analysis. Finally, minimizing data movements and cache
misses will allow decreasing dynamic power consumption.
• This objective will be verified by comparing the worst-case response times (WCRT) of sets of realtime tasks scheduled with and without the devised co-scheduling algorithms. Also, for Hercules
use cases, the amount of processing resources and energy that can be saved with the adopted
scheduling model will be properly measured and profiled.
O5. Implement lightweight runtimes to efficiently and predictably exploit acceleration devices with a
minimum offloading overhead, allowing a prompt communication between host and accelerators
within the tight deadlines specified by periodic real-time activities.
• This objective will be verified by comparing the overhead and timeliness of the offloading routines
developed in the project with the general-purpose versions available for the selected platforms.

O6. Port an autonomous driving system for the automotive domain to the Hercules framework to
significantly decrease the architectural cost of the existing prototype provided by MM, without
degrading application performance.
• This objective will be verified by evaluating the cost savings obtained in the prototype before and
after the adoption of Hercules framework, with identical application functionalities.
O7. Enhance a visual recognition system for the avionic domain to increase the functionalities provided
by the existing prototype provided by AB, without increasing the architectural cost.
• This objective will be verified by comparing the prototype functionalities before and after the
adoption of Hercules framework, with a comparable hardware cost.
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O8. Contribute to Open Source software. The programming layer, execution support, co-scheduling
algorithms and runtimes will be made publicly available under an Open Source license at the end of
the Hercules project.
• This objective will be verified monitoring the Open Source strategy plan together with the project
results availability.
O9. Promote the adoption of Hercules framework to key European industrial players with relation to
providers of next-generation real-time applications in the automotive, avionic and industrial
automation domains.
• This objective will be verified by the number of companies showing interest to the framework,
considering its adoption, entering Hercules Industrial Advisory Board, etc. Also, it can be verified
by the number of exploitation and industrial dissemination events organized by partners of the
consortium, and the related industrial attendance.
In the remainder of this document, we will show how and to which extent have all those objectives been
achieved, with particular regard to the activities made in the second part of the project. When needed,
some reference will be also made to activities carried on in the first half of the project, to provide a
complete view of the whole project.

1.2.

Work made for each objective

In the planned workflow, months M19-M34 were devoted to implement an integrated HERCULES
hardware/software stack and toolchain. In particular, for the third milestone MS3, the target was to have a
final integrated version of the HERCULES toolchain and software stack featuring the code of the
parallelized application on the selected HW platforms (WP1); the final version of the OS and RTOS (WP45); the final version of the lightweight runtimes for GPU-based platforms (WP3); the final version of the
offloading runtime for host-to-accelerator lightweight communication (WP3); and the integrated
schedulability analysis (WP5). We will later detail how all these components have been realized, along with
additional software components that have been implemented to further improve the predictability of the
system.
Finally, the last months of the project (M31-M36) were dedicated to achieving the last milestone MS4,
whose target was to validate the whole framework, with the final benchmarking and evaluation of the
integrated toolchain, both for the automotive and avionics domain platforms and applications. We also
performed additional validation experiments using synthetic workload and standard benchmarks, to
further highlight the validity of the proposed approach and framework beyond the selected use cases.
In this section, we will summarize how the performed activities allowed progressing the state of the art
towards the targeted objectives.
1.2.1

Objective O1

As already detailed in deliverable D7.2, the main activities towards objective O1 (Identify, characterize
and select the most suitable heterogeneous COTS platforms) have been performed in the first half of
the project, when the consortium successfully selected two COTS architectures that can support the
requirements of the Hercules framework. Namely, high performance with support to parallel computing,
reduced power consumption, functional safety integrated mechanisms, and reasonable cost.
As already detailed in deliverable D2.1 (Specification of Hardware Platform), the selection process involved
analyzing multiple high-performance embedded platforms, considering their performance-per-watt,
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programmability, heterogeneity, and safety-critical support. The analysis led to the selection of two very
promising architectures, one based on GPU acceleration, one on FPGA fabric, namely, Nvidia Tegra Parker
and Xilinx Zynq Ultrascale+. Since the decision was taken, both platforms remained in the top positions in
the high-end embedded market for all adopted metrics. Both platform providers showed a clear roadmap
addressing the high-performance embedded domain, with a new generation already on the way, i.e., the
Nvidia Xavier (released Q4 2018) and Xilinx Versal (to be released Q4 2019) architectures, targeting
automotive, robotics and industrial automation domains. The HERCULES consortium was very effective in
establishing tight collaborations with Nvidia and Xilinx, presenting them the framework and setting up
joint research works on the targeted platforms, as detailed in deliverables D6.2 (Final Exploitation Plan)
and D7.8 (Final Dissemination Report).
The Nvidia platform has been identified as the main platform where to develop most of the HERCULES
stack, and the one adopted to benchmark the application use cases and the main components of the
framework. Both use cases include an Nvidia platform as a domain controller. The automotive use case
also explored a combination of the Tegra with the Xilinx Zynq platform. The HERCULES framework was
also ported on the Xilinx platform, demonstrating the applicability of the proposed approach across
multiple architectural solutions and different kinds of heterogeneous acceleration. The FPGA fabric has
been leveraged to prototype innovative platform support for enhancing the predictability of CPU to
accelerator communication and data sharing, as detailed in deliverable D2.3 (Final Board), section 5.
Both the Nvidia and the Xilinx platforms proved achieving impressive performance-per-Watt figures, but
with a high variability in the worst-case execution time due to potential memory contention. We showed in
deliverable D2.2 (Detailed characterization of platforms) that a safety-critical task running in a dedicated
core with no core-level interference may be significantly affected by the memory interference potentially
caused by tasks running on different cores or on the available accelerators. We performed additional
experiments in the second part of the project, as detailed in deliverable D1.4 (Validation report), where we
characterized the average memory access time for a critical task running in isolation on a dedicated core,
while other cores execute unrelated memory-intensive tasks. The following figure shows the case when
the critical task access sequential memory blocks on the TX2. Having the TX2 two kinds of core clusters
(A57 and Denver cores), we show the curves for the interfered and non-interfered versions of each cluster.

Figure 1: Average memory access times with/without interference on Nvidia TX2
platform for a sequential access pattern.
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As can be noticed, the average memory access time may significantly increase (notice the logarithmic
scale of the axis) both for the Denver and the A57 for different kinds of memory footprints. The biggest
delays are obviously experienced in the last level cache and when accessing main memory, with a worst
(measured) case delay that may be orders of magnitude higher than in the solo configuration.
When the critical task under analysis accesses memory with a random pattern, the situation is pretty
similar, as shown in the following picture.

Figure 2: Average memory access times with/without interference on Nvidia TX2
platform for a random access pattern.

Here, the delays are higher, due to the random access pattern that cannot take advantage of burst access
features, but the difference between interfered and non-interfered settings are still indeed noticeable.
Note that these numbers refer to average memory access times. When considering worst-case access
times, the delay may deteriorate even more. This observation is key when considering the main target of
HERCULES, which is addressing safety-critical applications that often require strong timing guarantees on
the worst-case execution and response time. Having good average performance is often of little to no use
for automotive and avionic applications that have to be qualified for higher safety integrity levels, like ASIL
D in the automotive ISO 26262 normative, or DAL A/B for the DO-178C regulation adopted in the avionic
domain. The following table summarizes the safety integrity levels of different application domains, with
the corresponding regulations that are currently adopted to qualify/certify the related industrial
applications.

Figure 3: Safety-integrity levels across different domains (rightmost are most safety relevant)
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Application providers are required to collect analytical evidences about the failure probability of the
corresponding application/task. Higher safety integrity levels are associated to failure rate probabilities of
10−9 per hour of working time. This means less than one failure every billion of hours of working time, i.e.,
roughly 110.000 years. As it would be clearly impossible to simulate such a long timespan (consider that
our experiments have been run for some thousand instances, corresponding to a few hours of working
time), the safety integrity of critical applications cannot be validated and verified experimentally. The
common approach is to develop analytical techniques to bound the worst-case timing parameters of each
task, and then using schedulability analyses to derive worst-case response times and end-to-end latencies,
to then check whether they are within the required deadlines and control bounds. Timing analyzers, tools
and hybrid measurement-based approaches using synthetic interfering workloads are adopted to this
purpose for classic architectures composed of a limited number of cores. Even for these simpler platforms,
the derived timing bounds may significantly exceed the average performance, leading to an
underutilization of the computing bandwidth.
When considering higher-end embedded systems, the situation gets dramatically worse. A large number
of cores and accelerators, multiple caching levels, tighter inter-connections between the available engines,
speculative execution, out-of-order issues, pipelining, etc. are all features included in modern
architectures, with the target of improving average times. All these features are however detrimental for
worst-case performance, exposing to corner cases where latencies may increase beyond reasonable
boundaries. Existing timing analysis tools and techniques can no longer be used on these
architectures, as the assumptions under which the outcome is proved to be analytically sound are no
linger valid.
As will be described later on, the HERCULES project pursued alternative techniques, compilers and
execution models, that allowed the targeted applications to be validated under worst-case conditions,
restoring a predictable behavior and lending these performing architectures to a sound timing analysis.

1.2.2

Objective O2

Considering Objective O2 (Provide a clean programming interface to virtualize the heterogeneous
computing and memory resources of the selected platforms), an extensive work has been done at
compiler level, mainly by partner ETH.
In the first half of the project, the parallel programming model literature has been investigated to devise
the most suitable abstraction for designing predictability extensions. As detailed in deliverable D3.1
(Programming Model Selection), the most promising paradigm has been identified in the use of directives,
which represent the less intrusive way to modify/annotate source code for interfacing the application with
HERCULES lower levels. In particular, OpenMP4.0 was selected for its mature tools upon which the
predictability transformations can be implemented. Clang-OMP is the selected frontend to the widespread
LLVM compiler infrastructure.
LLVM has a PTX (NVIDIA’s close-to-assembly intermediate format) backend to simplify the compatibility
with NVIDIA’s programming environment. Clang-OMP therefore constitutes a good solution, as this tools
natively supports the compilation of CUDA code, thus making it easier to develop link-time approaches to
reuse the existing large legacy codebase. Compared to OpenMP-to-CUDA compilation, which requires the
generated CUDA program to go through the entire CUDA compilation flow, this approach promises much
more efficient implementation of predictability extensions. Similar considerations hold to all GPGPUbased heterogeneous systems, using OpenCL as a back-end component instead of CUDA for non-NVIDIA
products.
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A preliminary version of the compiler and runtime support was provided in deliverable D3.2 (Preliminary
support for predictability in the accelerator programing environment) and D3.4 (Preliminary runtime for
parallel heterogeneous platforms).
In the second half of the project, a lot of work has been devoted to significantly improve the compiler
support to produce binaries that meet the predictability standards of the lower HERCULES infrastructure,
and that could provide meaningful information about the memory footprint and robustness to memory
interference of the targeted real-time tasks. The target was to support the compilation of legacy code
without requiring an explicit programmer intervention, and without significantly deteriorating the
performance of the executable with respect to the original version.
The heterogeneity of the platform required the compiler to be specialized for the two main considered
engines, i.e., host and GPU, considering the peculiar characteristics of each computing engine, i.e.,
cache/scratchpad sizes, memory access patterns, typical workload characteristics.
A key aspect was to interact with the use case providers (especially with the challenging tracking
application of the avionic use cases provided by AGI) and examining the characteristics of open application
benchmarks to identify the features and limits of the proposed compiling paradigm. As detailed in
deliverable D3.3 (Optimized support for predictability in the accelerator programing environment), a
number of known limitations of compiler-assisted support for PREM have been identified, with relation to
pointers and link-based data structures, address computation, system calls, heap/stack allocators,
recursion, function and library calls. Most of the limitations identified in the first part of the project have
been partially lifted in the final compiler delivery. This included basic support for link-based data structures
and indirect accesses of type A[B[i]] and A[f(x)], where f(x) is not statically decidable. The lifting of this
limitation was required to correctly compile the use case code provided within the project.
The remaining assumptions are perfectly in line with typical requirements of real-time tasks, to make them
amenable to classic timing analysis tools. For example, the memory accesses and the iteration spaces of
loops must be statically analyzable, a limitation that is in line with best-practices typically used for realtime system development (Guidelines for the Use of the C Language in Critical Systems, ISBN 978-1906400-10-1 2013).
We really believe the compiler to represent one of the most promising assets that have been produced
within the HERCULES project, allowing legacy code to be PREM-ized, so that it could more efficiently be
analyzed and integrated into memory-centric scheduling and schedulability analysis tools, paving the way
towards certifiable high-performance real-time systems running on cutting edge embedded platforms.
The effectiveness of the compiler has been proved in deliverable D3.5 (Optimized runtime for parallel
heterogeneous platforms), where the performance of the compiled predictable binaries has been
compared against the unmodified executable, both for the host and the GPU compiler versions.
The following figure shows the relative performance of the compiled code (the lower the better, 1 being
the performance of the reference original compiler) for the GPU version. As can be seen, the performance
of the HERCULES compiler is very close, and in many cases better, than the original compiler, showing the
ability to improve the data locality for the considered kernels. For the cases when the compiler introduces
some overhead, we identified the main causes for the added latencies, which mainly relate to the limited
size of the local GPU scratchpad, limiting the size of the predictable regions produced by the compiler.
These limitations could be lifted as a future work by tailoring the compiler to use the larger caches
available on the GPU, provided proper cache coloring support at GPU level.
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Figure 4: the compiler impact on GPU kernels

Even more importantly, the compiled code turned out to be incredibly effective to limit the variability in
the worst-case execution times due to memory contention. The following figure shows the impact of
memory interference for both the legacy LLVM and the HERCULES compiler. As clearly shown, there is an
order of magnitude improvement that justifies the adoption of the proposed approach for safety-critical
systems.

Figure 5: robustness to memory interference of the original and compiled GPU kernels

The situation is similar also in the CPU case. Here, the code is somewhat more difficult to analyze, as the
tasks running on the CPU may have more complex control flow structures, and limited data parallelism,
making the identification of memory regions to prefetch more challenging. Due to these difficulties, a
significant effort has been spent to customize the compiler to be more effective for legacy code.

Figure 6: compiler impact on the average execution times of CPU tasks
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The above figure details the performance of the compiled code when considering a set of representative
kernels from the Polybench CPU benchmark. As can be seen, the average performance is pretty much
comparable to the original one, incurring some latencies only in a few cases.
More interesting is the impact on measured worst-case performance. The following figure shows how the
HERCULES compiler allows the code to be more robust to memory interference compared to the original
LLVM compiler.

Figure 7: compiler impact on the worst-case execution times of CPU tasks

Even if there are tasks that are slower under PREM, the PREM execution is able to deliver tighter bounds
on the WCET. Furthermore, the PREM execution has much less jitter in the execution time (i.e., the
difference between the fastest and slowest execution), which improves the predictability of the system.
Further details are available in deliverable D3.3 (Optimized support for predictability in the accelerator
programing environment), D3.5 (Optimized runtime for parallel heterogeneous platforms), D5.3
(Integrated Schedulability Analysis), D1.4 (Final Validation Report) and referenced preceding preliminary
deliverables.

1.2.3

Objective O3

Referring to Objective O3 (Implement an integrated RTOS and runtime execution support that
seamlessly manages the available computing and memory resources in an efficient and predictable
way), a final version of the lightweight Real-Time Operating System (ERIKA Enterprise v3 RTOS) for the
reference platforms has been produced in Task 4.4, along with an AUTOSAR RTE Generator that allows
integrating MM’s automotive use case.
As already detailed in the preliminary version described in deliverable D4.2 (Preliminary lightweight
RTOS), a complete rewrite of the ERIKA kernel was undergone by partner EVI, implementing a new
version of the RTOS suitable for multi-core platforms, making use of shared data structures, avoiding code
duplication not to not waste memory, and having a single ELF image shared among multiple cores. Other
meaningful modifications refer to the possibility of treating interrupt handlers as tasks, an improved file
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hierarchy and a new code generator. The work to implement the preliminary version of the RTOS has been
detailed in deliverable D4.3.
In the second part of the project, the ERIKA Enterprise v3 RTOS and the AUTOSAR RTE Generator have
been improved and updated to refine the integration with MM’s automotive use case. As detailed in
deliverable D4.4 (Final lightweight RTOS), the work on the RTE generator was not originally planned in the
GA, and it has been needed for properly supporting the use-case by partner MM.
The developed source code of the RTOS is publicly available on EVI’s GitHub account. Due to
confidentiality concerns, the source code of the RTE is not provided as part of the deliverable, but it is
maintained on EVI’s private servers and available to the European Commission and to the reviewers upon
request.
In the HERCULES framework, the RTOS executes under a hypervisor that oversees the spatial and
temporal separation of multiple partitions with different criticalities executing on different cores. An open
source partitioning hypervisor (Jailhouse) has been selected for its small footprint and enhanced with
different mechanisms to predictably arbitrate the access to memory resources. The new version of the
ERIKA Enterprise RTOS has been ported on top of the Jailhouse hypervisor for both considered hardware
platforms, i.e., on the Cortex-A57 of Nvidia Jetson TX2, and on the Cortex-A53 of Xilinx Zynq Ultrascale+.
The integration of multiple OS’s has been tackled in Task T4.3 and described in deliverable D 4.5 (Multi-OS
integration and Virtualization).

Figure 8: the HERCULES software infrastructure

The combined execution of the proposed RTOS together with the predictable hypervisor infrastructure
allows achieving predictable timing latencies beyond what was possible before. By properly controlling the
memory interferences and reducing the operating system delays, it was possible to achieve interrupt
latencies in the microseconds. This allows integrating industrial control applications that were previously
running on dedicated controller and PLC, co-scheduling them with general-purpose soft real-time
applications running on Linux and making use of legacy drivers and libraries. The ability of merging
workload-intensive routines with hard real-time tasks on a high-end embedded platform is probably the
most notable outcome of the HERCULES project.
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1.2.4

Objective O4

One of the objectives of the HERCULES project is to develop smart real-time co-scheduling algorithms to
predictably manage the system resources. On modern off-the-shelf high-performance heterogeneous
computing platforms, one of the major problems related to predictability is the unpredictable timing of
code execution. As previously detailed, there are many sources of unpredictability, mainly related to
shared memory resources.
In the second part of the project, a lot of effort has been dedicated to implement scheduling algorithms
and predictable execution techniques to enhance the predictability of the considered target applications.
With relation to Objective O4 (Develop smart real-time co-scheduling algorithms to predictably
manage the access to computing elements and shared memory resources), three deliverables have
been produced within the activities of workpackage WP5 (Scheduling and Schedulability Analysis):
- Deliverable D5.1 (Power-Aware Scheduling Algorithm for Host)
- Deliverable D5.2 (Scheduling Algorithm for Parallel Accelerators)
- Deliverable D5.3 (Integrated Schedulability Analysis)
Different techniques and algorithms are proposed in the above deliverables to tackle the predictability
problem of heterogeneous parallel platforms, both at host and accelerator level.
Deliverable D5.1 addressed the scheduling problem for the host part (i.e., CPUs), presenting two software
techniques (i.e., cache coloring and preventive invalidation) to bring predictability to caches in high
performance embedded systems, and two scheduling algorithms (i.e., an offline PREM scheduler, and a
power-aware scheduler for Linux, called GRUB-PA).
Cache coloring and preventive invalidation are techniques proposed to avoid the execution time variability
due to mutual cache evictions between different cores and due to pseudo-random cache replacement
policy. The former is a hardware-independent technique that achieves cache partitioning exploiting virtual
memory mapping, hence forbidding the very possibility of a line to be addressed from any core different
than the owner. The latter eliminates the risk of improvident eviction of useful lines by large memory fetch
sequences—a common operation in the PREM approach selected by the HERCULES project—by priorly
performing clean and invalidate operations on a suitable number of cache lines.

Figure 9: the effect of coloring on memory latency.
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The above figure details the significant improvement in the memory access latencies that can be achieved
thanks to the coloring support. As expected, the improvement is concentrated in task footprints within the
L2 boundaries, where a considerable saving is obtained on the average access latencies. Despite the
average time improvement, we believe that the main advantage of using colored configurations lies in the
possibility of ruling out mutual evictions from other cores, tremendously simplifying the timing and
schedulability analysis. In absence of a coloring, or hardware cache locking/partitioning support, it would
be very difficult to derive worst-case estimation and critical instance scenarios leading to reliable upper
bound on the execution times of real-time tasks. Since most high-performance embedded platforms do
not longer feature any locking/partitioning support at the last level cache, coloring appears the only
solution to allow restoring a predictable behavior in multi-core settings.
Preventive invalidation is a complementary technique that can be adopted with cache coloring to avoid
the unpredictable cache self-evictions due to the random cache replacement policy.
An off-line co-scheduling algorithm for tasks PREM-ized with the HERCULES compiler has been
implemented to schedule the compiled applications in an optimal way, largely eliminating the interference
caused by accessing shared DRAM memory. Experimental evaluation on the hardware platform selected in
HERCULES showed very encouraging results.

Figure 10: an optimal offline schedule for a PREM-ized application

The above figure shows an example task set that has been PREM-ized with the HERCULES compiler and
scheduled using the proposed offline approach. As can be seen, the schedule favors the uncontended
access to the memory bus by properly coordinating the tasks on the available cores. The offline routine
requires solving an integer linear programming model, which may require a heavy computational effort for
complex task sets. To sidestep this problem, efficient sub-optimal heuristic are also proposed. The
constructed schedules have been evaluated on ADAS-like scenarios by executing them on the selected
HERCULES platform. Experimental evaluation shows that PREM in combination with static scheduling
brings a significant reduction of completion time jitter and a much lower WCET (both analytically and
experimentally).
For soft real-time systems, a power-aware on-line scheduling algorithm (GRUB-PA) has been proposed
and implemented on Linux. This algorithm can be used both with and without the PREM-ized code. It
achieves energy savings by changing CPU voltage and frequency (DVFS) based on the load imposed by
real-time tasks. The algorithm is based on the resource reservation framework, so it does not make any
restrictive assumption on the characteristics of the tasks. Our simulations show that GRUB-PA, besides
giving guarantees about the temporal execution of tasks, presents performance similar to those provided
by other power-aware scheduling algorithms presented in the literature. However, GRUB-PA can also be
applied to hard and soft, and periodic, sporadic or even aperiodic tasks.
While deliverable D5.1 was focused on the host cluster, deliverable D5.2 presented scheduling strategies
for a deterministic execution of GPU tasks and for limiting the GPU interference on other parts of the
system. Note that the main memory is not only accessed by the CPUs but also by other engines available
in the system on-chip, like GPU and FPGA. In order for PREM to be effective, all major DRAM bandwidth

Page 13

HERCULES:
High-Performance Real-time Architectures for Low-Power
Embedded Systems

consumers must be scheduled in coordination with the rest of the system not to access the main memory
in an uncontrolled way. We therefore described two system-level techniques for scheduling execution on
the GPU and to control its memory access patterns. Scheduling the GPU is a difficult problem because
current generation GPUs feature a hardware-based scheduler, whose function cannot be modified in an
arbitrary way. We therefore needed to cope with the existing hardware support, building our scheduling
on top of it. Thus, we proposed a GPU scheduler implemented on the CPU by intercepting all GPU kernel
invocations. A prototype EDF scheduler has been implemented at hypervisor level, properly exploiting the
preemption support available in the legacy scheduler but modifying it to be leveraged for better
addressing the real-time requirements of recurring real-time tasks.

Figure 11: block diagram of the implemented preemptive EDF GPU scheduler

The original scheduler implemented by NVIDIA at hardware level is very effective for enhancing
throughput but is less suitable to meet the different timing requirements of GPU real-time tasks. Being
based on an interleaved approach that alternates the execution of multiple tasks, the scheduler is not
amenable to dynamically decide which task to schedule based on the remaining time to deadline. As can
be seen in the following picture, the schedulable utilization of the NVIDIA scheduler drops rapidly even for
utilizations close to 50%.

Figure 12: schedulability ratio of NVIDIA scheduler as a function of task set
utilization tasks for different timeslice lengths in us
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Instead, the EDF-based scheduler implemented within the HERCULES framework allows obtaining
schedulable utilization close to 100%, even when paying a considerable overhead for context switches, as
shown below.

Figure 13: schedulability ratio of our EDF scheduler as a function of preemption overhead
for different utilizations (note the different y-axis scale).

Deliverable D5.3 (Integrated Schedulability Analysis) provided additional techniques and analysis to allow
a coordinated co-scheduling of memory and execution phases of real-time tasks that may or may not
comply with the PREM model. Differently from the static offline scheduling technique detailed in D5.1,
here we pursued a more dynamic approach that could more easily adapt to variations in the workload and
in the arrival of task instances, both at CPU and at GPU level.
To this extent, we decided to adopt two techniques to enhance predictability of task execution times and
reduce the amount pessimism in worst-case execution times estimation: a memory co-scheduling
algorithm for tasks complying with the predictable task execution model (PREM), and a memory throttling
mechanism for general-purpose tasks (MemGuard). The former is stronger, but it imposes strict
requirements on the memory accesses and the code structure, relying on non-trivial platform features like
cache partitioning. The latter is weaker, but it has a wider applicability.
We implemented both mechanisms within the Jailhouse hypervisor, leveraging previously described
technological components, like cache coloring and GPUguard to improve the overall predictability of the
coordinated scheduling approach. Since PREM models the memory as a system resource that cannot be
accessed simultaneously by different cores, it appeared natural to implement an online co-scheduling
mechanism by means of a memex, i.e. a memory mutex or lock. The transition of a task from a
computation interval to a memory one thus requires the task to ask, and obtain, the lock on the memex.
Conversely, the transition from memory to computation interval unlocks the memex for other tasks.
Controlling the accesses to the main memory allows avoiding the bottleneck problems that may cause a
significant slowdown to memory intensive tasks. The spinlock is used to guarantee that only the core that
holds it is allowed to access the main memory in an unrestricted manner. Priorities are used to decide the
next core from the waiting queue to acquire the spinlock. The other cores may have a limited number of
accesses to the main memory over a specified period regulated by the MemGuard mechanism.
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Having implemented and tested the above mechanisms for the system-level dynamic co-scheduler, we
also derived analytical evidences about the worst-case timing parameters (worst-case execution time and
worst-case response time) of tasks running under the considered scheduling setting. A formal model of the
memory bandwidth regulation mechanism has been introduced for real-time task throttled using the
Memguard mechanism, developing a response-time analysis that may compute an upper bound on the
worst-case response times in pseudo-polynomial time (details are in D5.3).
For PREM tasks, we presented a simple analysis for tasks split into memory and computation phases
running on a multiprocessor platform with the HERCULES framework. In our analysis, we took into
account the blocking time incurred by the core when getting access to the main memory through the
above-referred spinlock mechanism. Finally, we presented an overall analysis that takes into account both
PREM tasks and regular MemGuarded tasks, providing a unified schedulability analysis to be used for the
HERCULES framework.
Besides the above analytical contributions, we believe that the main contribution of the HERCULES
framework is to significantly simplify the derivation of worst-case timing bounds on the WCET of
individual tasks, to be then plugged in into the above schedulability analysis. It is often the case in the realtime systems literature that the task WCETs are considered to be given or somehow bounded, without
specifying a possible method to derive such important timing parameters in a multicore system with a
tightly connected memory hierarchy. In fact, deriving reliable WCET upper bounds turns out to be a very
difficult task, leading to unrealistic timing bounds that could be orders of magnitude higher than the
measured average execution time. A representative example is given by the use of caches, and by the
need to provide analytical proofs that a memory block will still be cached when needed again by the
considered task. If such evidences could not be given, the only reliable approach would be to consider the
worst-case, i.e., assuming the data needs to be re-fetched from main memory. Considering the significant
difference in the latency for accessing a memory location from the local cache or from the DRAM (see
Figure 1 and Figure 2) this may lead to WCET bounds that are hundreds of times larger than the measured
average execution times.
With the HERCULES approach, instead, we can guarantee that a data will be fetched during a memory
phase of a PREM task without incurring contention, and that the data will be present in the local cache
throughout the whole duration of the subsequent execution phase, despite the presence of heavily
interfering tasks on the other cores/engines. This allows restoring the possibility of using timing analysis
tools that have been developed for single processor systems to derive reliable upper bounds on the
execution phase of task, decoupling the interference due to memory contention.
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1.2.5

Objective O5

Concerning Objective O5 (Implement lightweight runtimes), multiple techniques have been proposed
and implemented to coordinate the memory accesses by CPU and GPU. Without such a coordination, it
would be difficult to guarantee the uncontended access to memory by any of the engines, questioning the
applicability of the memory-centric scheduling techniques developed in the project for heterogeneous
architectures.
To solve this problem, three different methods have been proposed:
-

The SiΓ mechanism described in [Cap+17] throttles GPU memory accesses by either preempting
GPU computation with high-priority spin kernel or by splitting longer CPU-GPU memory copies to
multiple shorter ones and launching them according to an arbitration policy.

Figure 14: The SiΓ approach for a coordinated CPU-GPU memory access pattern

With this approach, real-time tasks executing on the CPU are favored over GPU activities, since
the latter may be throttled if requested by the host cluster.
-

The GPUguard mechanism described in deliverable D3.4 (Preliminary runtime for parallel
heterogeneous platforms) implements the basic mechanisms to enforce the memory isolation
globally by only permitting either the CPU or the accelerator to access the global DRAM at a single
point in time. To achieve this, GPUguard relies on timed synchronization operations between CPU
and GPU. Specifically, since the GPU lacks a mechanism to directly interrupt CPU operation,
GPUguard relies on timers that periodically interrupt CPU operation and schedule an interrupt
service routine that synchronizes with GPU execution via shared memory. Timers are properly set
so as to enforce the WCET lengths of the individual phases.
With this approach, there is a better coordination between CPU and GPU engines than with SiΓ at
the price of a somewhat higher synchronization overhead. Real-time activities executing on the
accelerator are better synchronized with the CPU activities, and they may drive requests towards
the CPU to obtain an exclusive access to the main memory.
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Figure 15: the GPUguard mechanism for a coordinated CPU-GPU access to DRAM

-

A third mechanism is given by the possibility to act on the memory controller, which includes
several “knobs” that can modify certain aspects of how memory requests are arbitrated at the
hardware level. We analyzed the arbitration mechanisms available in the NVIDIA memory
controller and how it can be used to increase predictability of CPU task execution times by limiting
GPU-side memory accesses when needed.

Figure 16: block diagram of the Memory controller and related clients

Depending on the considered architecture, a method could be preferred on the other ones. For example,
when there is an efficient memory controller support, the third solution seems the most promising one, as
it allows efficiently shaping the memory requests by multiple engines with a limited overhead. In absence
of a programmable MMC, one of the first two approaches could be used, paying some additional
synchronization overhead.
The ideal solution would be to have a dedicated signaling connection between CPU and GPU to better
coordinate the execution of different memory chunks. Such a connection is yet missing or cannot be
openly accessed to be customized for our purposes.
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1.2.6

Objective O6

Concerning Objective O6 (Port an autonomous driving system for the automotive domain to the
Hercules framework), the second part of the project intensified the activities by MM to port the prototype
valet parking application from the original x86/x64 implementation architectures, to the embedded
platforms selected by the HERCULES project.
In the first part of the project, it was decided that the autonomous driving application consisted of an ego
vehicle driving automatically until finding a suitable parking place, while pedestrians can walk in the
parking area and other vehicles may also be present. The parking Infrastructure provides parking space
availability info, parking area map and it assigns parking space based on a WIFI server. The software
components have been characterized in terms of timing requirements, real-time constraints, processing
workload, memory footprint, both for instruction and data, power requirements, and required libraries.
In deliverable D1.2 (Parallel Applications), the valet parking application has been analyzed to identify the
components that mostly affected the overall latency. The heaviest component has been identified in the
path planning module, which can be affected by the environment, the autonomous car’s geometry and
kinematics constraints. To increase the application’s efficiency a path planning method has been
presented for computing optimal parking maneuvers for road vehicles, operating on a known environment
in the presence of static obstacles. The proposed approach is based on the numerical solution of the
Hamilton-Jacobi-Bellman equations and allows finding the trajectory that minimizes a cost function that
considers the length of the parking maneuvers.
The work for porting the parallel application to the HERCULES framework has been detailed in deliverable
D1.3 (Integrated Applications), where all software modules have been partitioned onto the computing
engines made available by the HERCULES platform, leveraging the supported virtualization layer that
allowed gaining total control over the allocation of computational resources and to avoid unexpected
interferences between each core. The Jailhouse Hypervisor allowed supporting the ERIKA RTOS for hard
real-time activities and a Linux distribution for soft real-time tasks.

Figure 17: mapping of the autonomous driving application on the HERCULES platform
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The above figure shows the final result of the partitioning phase on the selected platform. The Jetson TX2
represents the main computational node, as it provides the largest share of computing functions. Each
core of the ARM Cortex A57 was treated as an independent computational unit, equipped with a complete
Evidence ERIKA RTOS. The Denver cluster was partitioned as a single Linux partition with direct access to
general purpose GPU acceleration by means of NVIDIA CUDA framework
The application has been finally validated and verified to properly run on the HERCULES platform,
meeting the deadlines of the most critical software components, as reported in deliverable D1.4
(Validation Report). One of the objectives of the project was to replace the existing bulky prototypes that
were occupying the whole trunk of the car, porting the autonomous driving software stack developed in
WP1 onto a more energy-efficient embedded platform with reduced size, cost and power consumption.
The following figure shows how the project satisfied the initial promise to transition from the original
setting that was occupying the whole trunk with servers adopted to run the workload intensive routines of
the valet parking application, to a way more compact solution (shown on the right) based on the highperformance embedded platforms adopted in the HERCULES project. Such a transition not only allowed a
significant saving in the volume occupied by the domain controller, but also in the cost and in the power
consumed. While the original prototype was consuming a few kW of power, the optimized version running
on the HERCULES platform consumes orders of magnitude less, down to a few tens of W.

Figure 18: MM autonomous driving domain controller. On the left the original platform. On the right the HERCULES
embedded platform.

Having a challenging industrial application ported on the HERCULES framework, taking proper care of the
main automotive standards (e.g., AUTOSAR, ISO26262), represented a verifiable success of the project,
which was made possible by a keen effort to parallelize and port the original application software, dealing
with the main bottlenecks that were preventing an efficient execution on the selected heterogeneous
embedded platforms, and solving multiple issues related to tools, interfaces and resources concurrently
accessed by the real-time tasks.
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1.2.7

Objective O7

Considering Objective O7 (Enhance a visual recognition system for the avionic domain), the consortium
decided to undertake additional work than what planned in the original DoW, to complement AGI’s avionic
application with an autonomous drone provided by PITOM featuring an open source tracker.
AGI’s application was described in deliverable D1.1 (Application Requirements) and it is composed of
multiple stages. Initially, an image is received from a camera and the object to be tracked is selected either
manually or automatically. Then, a new image is received to estimate the new location of the tracked
object inside the given image, along with a confidence measure for the detection. The tacking algorithm
adopts an “online machine learning” approach, in the sense that positive and negative training examples
are continuously used to update the learned object representation (the trained classifier) during tracking.
The application has been parallelized to run on OpenMP, as described in deliverable D1.2 (Parallel
Applications), and ported to the targeted embedded platform, as described in deliverable D1.3 (Integrated
Applications). Despite using a programming model that is non-native to the targeted NVIDIA platform, the
work between AGI and ETH allowed achieving comparable performance (25 ms per frame) to the original
CUDA implementation (13 ms), well below the targeted 40ms deadline. More importantly, the porting of
the application to the HERCULES framework allowed a more predictable behavior with a significantly
more robust resiliency against the interference from other components of the heterogeneous embedded
platforms, as was the target of the project.
The following figure shows how the execution of AGI’s application on the HERCULES framework allowed
decreasing the average execution time of the application under stress conditions. Note that the interfering
tasks are executing on different engines than the ones where the profiled application is run. Still, without
the HERCULES stack the application experiences a significant interference due to memory contention that
increases the average execution time from 24ms to 89ms, well beyond the targeted 40ms target. The
execution on the HERCULES stack instead allows a way more predictable behavior even under stress
condition, with an almost negligible jitter between the stressed and unstressed conditions.

Figure 19: improvement in the average execution time of AGI's avionic tracker with/without the HERCULES framework.
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When considering the worst-case performance, the situation is even more favorable to the HERCULES
setting. Here, the standard execution of the tracker under stress conditions incurs a measured delay above
100ms. The execution on the HERCULES framework confirms instead that the jitter is negligible even in
the worst-case, with a latency never higher than 24ms.

Figure 20: improvement in the worst-case execution time of AGI's avionic tracker with/without the HERCULES framework.

Similar results are obtained considering the CUDA version and porting it to the HERCULES framework,
although without using the features of the HERCULES compiler. While the standard execution experiences
an increased average and worst-case execution time latencies, the execution on the HERCULES
framework allows maintaining a stable latency of 12-13ms even under stress conditions, as detailed in
deliverable D1.4 (Validation Report).
Despite the very interesting results showed in the experimental benchmarks, we believe that the main
distinguishing feature of the HERCULES project is not that of improving the average and worst-case
measured performance, but that of restoring the possibility of deriving analytical evidences about the
worst-case latencies that an application may be subject to when running on a high-performance
heterogeneous embedded platform adopting a tightly connected shared memory paradigm. In this sense,
the avionic application compiled with the HERCULES compiler lends itself to a tight timing analysis that
allow decoupling the execution of the considered application from the execution of any task or kernel
running on any of the other computing engines. This is of paramount importance when considering the
very strict certification requirements in the avionic domain.
The result achieved in AGI’s application is particularly encouraging considering that it represents one of
the most difficult cases to be treated by the HERCULES compiler. As mentioned in deliverable D3.3
(Optimized support for predictability in the accelerator programing environment), a number of known
limitations of compiler-assisted support for PREM have been identified. AGI’s application makes a heavy
use of programming constructs that are not supported by the compiler, due to the difficulties of
determining the memory region to pre-fetch in advance in dynamic execution settings. Nevertheless, the
compiler allowed maintaining comparable performance, below the targeted frame processing rate, but
showing a much better robustness over stressed scenarios, and lending the application to a simplified
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timing analysis. Without such an approach, no technique is known to even attempt a certification of the
application according to avionic standards. This is in line with the recommendation made in a recent
whitepaper by the main avionic certification authorities [CAST32] that impose very strict constraints on
the analytical evidences that should be provided to certify even a dual-core system for the avionic domain,
highlighting the paramount importance of the so-called “Freedom from Interference”.
Following the reviewers feedback received in the first physical meeting, as well as the inputs received from
the Industrial Advisory Board, the avionic use case has been extended with a second application branch –
which is the utilization of computer vision for guidance, navigation and control (GNC), to be demonstrated
on a small flying platform. While both avionic application branches are clearly motivated by the need to
realize computationally demanding computer vision applications on embedded hardware platforms, their
focus is slightly complementary – enabling us to probe and demonstrate different aspects of the Hercules
platform.
The relations between both branches are shown in Figure 3. As can be seen, branch 2 complements branch
1 with corresponding open source components and the potential to demonstrate the application with a
drone demonstrator.

Figure 21: the two HERCULES avionic use cases

The new branch has been added to complement the workload intensive tracking component with timecritical tasks for navigation and control, to highlight the capabilities of the Hercules framework for
predictably scheduling concurrent real-time tasks of different criticalities within the same platform. Also,
this second branch will allow providing an integrated use case demonstrator based on a small flying
platform, overcoming the IP limitations of the first branch by providing an open source application stack.
The first branch (of a pure machine-learning based visual object tracker) places high SIMD-based
computational requirements on the embedded hardware platform to achieve high tracking performance
(in terms of tracking robustness), while the second branch places higher focus on the integration of various
system aspects necessary to realize the coupled functions of vision-based GNC.
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Specifically, the aerial drone platform designed by PIT is composed of:
- a drone in hexacopter (multirotor with 6 electric motors) configuration (see Figure 22);
- a complete autopilot system, namely the HERCULES Autopilot (or briefly H-Pilot) specifically
customized for the HERCULES Aerial Drone System;
- a Visual Object Tracking system based on the KCF tracker [KCF], similar to AGI’s proprietary
tracker, but with an open source standard implementation available, which has been parallelized
and PREMized by CTU.

Figure 22: the Aerial Drone of the HERCULES avionic use case (left) and the internal view of the electronic layout (right).

The development of the aerial drone application occupied the second half of the project. The H-Pilot is
customized to get inputs from the Visual Object Tracking. Guidance, Navigation and Control sub-systems
of H-Pilot have soft and hard real-time constraints. Details about timing requirements are provided in
deliverable D1.3 (Integrated Applications). On the other side, the Visual Object Tracking system requires a
great amount of computational effort to be executed in real-time – but with a lower criticality, i.e., missing
a frame deadline does not endanger the stability of the control of the flying module.
As detailed in deliverable D1.4 (Validation Report), also the drone application has been successfully ported
to the HERCULES framework, showing an improvement in the worst-case latencies and jitter under
stressed conditions.

Figure 23: a Hardware-in-the-Loop simulation setting of the autonomous tracking drone application
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Besides a physical implementation of the aerial drone platform, the Consortium decided to implement
also a hardware-in-the-loop simulation setting to showcase the relevant functionalities of the use case
during the final demo event (and in following dissemination activities), while maintaining the highest level
of safety for the aerial system and the audience. The drone is connected to a simulator, namely AIRSim
[AirSim], that provides the environment and physics. The aerial drone has been replicated in the simulator,
and the whole software runs in HIL mode on such platform. IMU and GPS measurements are provided
directly from the simulator. Since AIRSim does not provide simulated inertial and GPS sensors, we
developed them. The object tracker is deployed to virtually track a simulated car self-driving on the route.
The real car has been reproduced and simulated on the simulator. The final outcome is shown in Figure 23.

1.2.8

Objective O8

The consortium took particular care also to properly address Objective O8 (Contribute to Open Source
software). The Open Source strategy of the consortium has first been defined in deliverable D6.3 (Open
Source Strategy Plan), driving the activities throughout the whole project timespan. The results of the
activities to contribute to the open source community have been then detailed in deliverable D6.4 (Open
Source Results). The different components of the HERCULES framework are summarized in the following
figure, highlighting the ones that are released as open source:

Figure 24 – Hercules Framework
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The following figure summarizes the constraints for the recipients of the software components developed
in HERCULES, depending on the specific license:

The description of the adopted licenses and the decision on which one was most suitable to each software
component are detailed in deliverable D6.4. Deferring the reader to the referred deliverable, we hereafter
include only a summary of each software component developed within the HERCULES project, with the
corresponding license and open source nature.
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The table clearly shows that most of the HERCULES software components have been released under open
source licenses, with a significant contribution to the community, lending the possibility to adopt, analyze
and enhance the main results of the project beyond the HERCULES consortium.
1.2.9

Objective O9

With relation to Objective O9 (Promote the adoption of HERCULES framework to key European
industrial players), the consortium intensified the activities to present the project outcomes to multiple
industrial companies. A list of these activities is included in deliverable D6.2 (Final Exploitation Plan).
The main application domain targeted by the HERCULES framework are industrial applications, like those
where computers replace human activities, real-time and multicore platforms are necessary to guarantee a
prompt elaboration of a wide number of data coming from multiple sensors. Even with a limited number of
cores, predictability has been a difficult requirement to guarantee in the Real-Time community, due to the
conflicting accesses to shared hardware and software resources by multiple concurrent tasks.
The main target of HERCULES project has been to build an Integrated Software Framework (HERCULES
ISF) for ensuring predictability at minimal performance loss on top of COTS heterogeneous platforms. It
consists of an integrated toolchain composed of multiple modules, including: compiler-level extensions to
produce predictable (PREM-ized) code; enhanced RTOS/OS support for multi-core SoCs; hypervisor layer
to enable timing and spatial separation among different OS components; a set of co-scheduling routines
implemented at RTOS/HV level to predictably arbitrate the access to shared computing and memory
resources; efficient and predictable host-to-device communication support and runtime. All modules have
been seamlessly integrated into a homogeneous framework, and demonstrated on top of two
representative hardware platforms: NVIDIA Tegra TX2 and XILINX Zynq Ultracscale+.

The HERCULES ISF is released as a software framework with TRL5. We have planned not to sell HERCULES ISF as a standalone product, but to allow the individual exploitation of each module. A further
commercialization phase may be foreseen in the future, if additional work and resources are made
available.
A list of HERCULES software components that are ready to be exploited across different markets hereafter
follows, with the indication of the most suitable application domains.
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Exploitable results

Leading
partner

Exploitation form

Market domain
Avionics
Automotive
ICT-Energy Efficiency
New Parallel Programming
Libraries
Industrial automation

HERCULES Integrated
Framework

UNIMORE

Direct industrial use
Technology transfer
License agreement
Publications

Automotive Use Case

MM

Technology transfer

Automotive

Avionics Use Case

AB

Technology transfer

Avionic Uses Case: Aerial
Drone applications

PIT

Direct industrial Use

Aerial
Automotive
Avionics
Industrial automation
Precision Agriculture

PREM compiler

ETHZ

KCF Tracker

CTU

Runtime library

ETHZ

Run-Time Environment (RTE)

EVI

Direct industrial Use

UNIMORE

Technology transfer
License agreement
Publications

CTU

Technology transfer
Publications

Jailhouse co-scheduling
algorithms

Jailhouse colouring

New Parallel Programming
Automotive
New Parallel Programming
Automotive
Industrial automation
Avionics
Automotive
Industrial automation
Precision Agriculture
Automotive
Avionics
Industrial automation

Technology transfer
Publications

Avionics
Automotive
Industrial automation
Precision Agriculture

UNIMORE

Technology transfer
Publications

Avionics
Automotive
Industrial automation
Precision Agriculture

CTU

Technology transfer
Publications

Automotive
Avionics

EVI

Direct industrial Use
Technology transfer
Indirect visibility

Automotive
Industrial automation

UNIMORE

Jailhouse Memguarding

Jailhouse for NVIDIA TX1/TX2

Technology transfer
Publications
Technology transfer
Publications
Technology transfer
Publications
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ERIKA RTOS for ARM CortexA on Jailhouse

EVI

Direct industrial Use

Automotive
Industrial automation
New Parallel Programming
Energy efficiency

FPGA

ETHZ

Technology transfer
Publications

Power management for
SCHED_DEADLINE

EVI

Indirect visibility

Automotive
Industrial automation

HW central electronics module

MM

Direct industrial use
Technology transfer

Automotive

The maturity of each component is hereafter determined based on the Technology Readiness Level (TRL)
scale as defined by the Horizon2020 program.

Exploitable results
HERCULES Integrated Framework
Automotive Use Case: Valet Parking
Avionic Use Case: Real-Time Tracking
Avionic Uses Case: Aerial Drone applications
PREM compiler
KCF Tracker
Runtime library (libpremnotify,GPUGuard)
Run-Time Environment (RTE)
Jailhouse co-scheduling algorithms
Jailhouse colouring
Jailhouse Memguarding
Jailhouse for NVIDIA TX1/TX2
ERIKA RTOS for ARM Cortex-A on Jailhouse
FPGA IP for low-cost remapping of virtual
addresses
Power management for SCHED_DEADLINE
HW electronics module for central ADAS/AD
domain controller

Leading partner
UNIMORE
MM
AGI
PIT
ETHZ
CTU
ETHZ
EVI
UNIMORE, CTU
UNIMORE
CTU, UNIMORE
EVI
EVI

Initial TRL
1
3
4
3
1-2
1-2
3
2
2
2
1
2

ETHZ

Final TRL
5
4-5
4
4
4-5
5
4-5
5
4
6
4
5
6
4

EVI

2

4

MM

2

4

The main target customers of the whole HERCULES ISF are silicon provider producing multicore platforms
(e.g. Nvidia, Xilinx) who need to integrate predictability within their own products, and industrial
companies that need to produce next-generation products with tight requirements in predictability and
energy consumption. Even before the end of the project, different partners have been able to establish
multiple contracts with leading platform providers exposing some of the HERCULES components (namely,
predictability assessment, memory interference characterization, cache colouring, GPU scheduling). There
is indeed a strong interest by these companies on the overall integrated framework. The companies
particularly appreciated the modularity of the approach, which also allows selectively using some of the
components (e.g., compiler, MemGuard, colouring, etc.) according to the related applications of interest.
Now that the overall HERCULES framework is ready, the project coordinator and the other partners will be
consolidating it and present it to the above-mentioned platform providers, as well as to important Tier-1’s
in the automotive and avionic domain.
Specific exploitation activities to deliver consultancy on HERCULES ISF (custom development, integration,
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remote support, training etc.) will be settled in the future by the main HERCULES ISF contributors, i.e.
UNIMORE, EVI, ETHZ, and CTU. Each partner will have the right of selling services/products based on the
HERCULES ISF, sharing revenues in case of not open-source software developed by other partners
(specific agreements based on what described for Joint Foreground IPR will be eventually prepared).
As an example, partner UNIMORE successfully concluded industrial agreements and research contracts
directly or indirectly related to the HERCULES project with different key players in the automotive,
avionic, industrial automation and hardware platform domains (Nvidia, Xilinx, Bosch, Egicon, SACMI,
Tetra Pak, Ferrari, UTRC, Generali, etc.) for a total net funding above 400.000 €. The detailed list of the
industrial collaborations established by UNIMORE and by the other partners is available in deliverable
D6.2.
Considering these agreements have been successfully concluded even before the whole framework was
ready, and they were related only to a subset of components that were ready in the first milestones of the
project, there are well established reasons to believe that the exploitation of the HERCULES is well set to
foster a wide adoption of the presented technologies.
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2.

Explanation of the work carried out per WP

The project is structured in 5 scientific and demonstration Work Packages together with two horizontal
work packages focusing on management and coordination and exploitation of the results.
A first assessment of the initial months (M1-M6) was made on October 20th, 2016, where the reviewing
panel acknowledged that “the project has achieved most of its objectives and milestones for the period with
relatively minor deviations”. During the early 6 months of the project activity, the consortium succeeded to
complete the requirement specification that compose the first Milestone (MS1) of the project. The
detailed use case applications have been described (WP1), the COTS hardware architecture has been
identified (WP2), and the targets of the programming model have been defined (WP3).
A second assessment for the whole first half of the project (up to month M18) was made on September
14th, 2017, where the reviewing panel acknowledged that “good progress towards the project objectives has
been made and milestones M1 and M2 have been accomplished”. The targets set for Milestone 2 were
providing a first (alpha) versions of key software blocks. In particular, the code of the parallelized
applications related to automotive domain was released (see deliverable D1.2); the ERIKA Enterprise
RTOS was successfully working on the HW platform adopted (see deliverable D4.3); a working prototype
of the Linux + sched_deadline patch was shown running on the host cores of the adopted HW platforms
(see deliverable D4.1); preliminary compiler and runtime support for memory co-scheduling and
PRedictable Execution Model (PREM) in the host/accelerator programming environment was working for
the adopted HW platforms (see deliverable D3.2 and 3.4).
The reviewers recognized that the “results achieved over the first 18 months have been presented for all work
packages and the work plan has been adhered to with some minor deviations. Key building blocks have now
been developed and evaluated within their respective context. […] At this stage, the HERCULES consortium is
considered to be in a strong position to reach the overall project objectives by the end of the project. There is
high potential for significant impact in a broad range of application domains “.
In the subsequent 18 months, the consortium worked hard to achieve the remaining goals and milestones.
The work involved all five technical workpackages, bringing to full maturity each HERCULES component,
continuing and strengthening the dissemination and exploitation activities, especially in the last year of
the project.
This allowed fully achieving Milestone MS3, completing at month M30 an integrated version of the
HERCULES hardware/software stack and toolchain. Such an integrated version included the following
components of the HERCULES toolchain and software stack:
- the code of the automotive and avionic applications parallelized and integrated on top of the
selected HW platforms (WP1);
- the final hardware platforms for both the automotive and avionic use cases (WP2);
- the final version of the HERCULES compiler for the host and for the GPU platforms, along with the
lightweight host-to-accelerator communication and synchronization support (WP3);
- the final version of the host-side Linux OS and of the ERIKA Enterprise RTOS, along with the
integrated Jailhouse hypervisor supporting hard and soft real-time partitions for the considered
platforms (WP4);
- a set of scheduling algorithms, predictable execution techniques and related schedulability
analysis for (a) the host-side subsystem, (b) the accelerator-side subsystem, and (c) the whole
integrated system (WP5).
The integrated version of the framework allowed triggering the final validation and verification stage
towards achieving the fourth and final Milestone MS4 due at month M36 with the overall validation of the
HERCULES approach.
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Also the final milestone MS4 has been fully achieved, with a thorough benchmarking and evaluation of
the integrated toolchain, both for the automotive and avionics domain platforms and applications, as well
as for synthetically generated tasks and benchmarks, proving the effectiveness of the proposed
framework across different application domains and against the representative metrics that have been
selected in the first part of the project.
In the following, we provide a high-level view of the work performed for each workpackage. Additional
information is available in the referred deliverables.

2.1.

Work Package 1 - Applications

WP1 addressed all activities related to the two application use cases of HERCULES, starting with
application requirements and ending with a final prototype implementation integrated with the project
framework. After identifying the application requirements for each application at Milestone MS1, the
selected use cases have been parallelized with the selected programming model at Milestone MS2.
In the second half of the project, a significant work has been done to port the applications on the
HERCULES platforms, finely tuning many different details, and to develop the additional avionic
application that the consortium decided to realize after the feedback received by the reviewers. This
allowed demonstrating a working solution of each one of the three considered applications on top of the
HERCULES framework at Milestone MS3: the automotive application provided by MM, the avionic tracker
provided by AGI, and the aerial drone autopilot provided by PITOM.
A final validation and benchmarking phase has been performed in the last months, with convincing results
presented at Milestone MS4 and reported in the validation deliverable D1.4.

Task 1.3. Hardware/Software Integration (m19:m30)
The goal of this task was the integration of the parallelized application on top of the respective reference
architectures determined in WP2, exploiting the compiler support and infrastructure developed in WP3
and the operating systems and predictable hypervisor support developed in WP4.
During this task, the automotive and avionics applications have been optimized on the target platforms by
AGI, MM and PIT, with the technical support of the other partners for low-level optimizations and systems
parameters tuning.
The details of the work performed in this task are available in deliverable D1.3 (Integrated Applications).
The document details the implementation and modifications needed to the original codebase of the use
cases to port them on the target HERCULES platform. The deliverable also includes confidential software
packages for each application use case, representing the final versions of the applications that will be used
in T1.4 for benchmarking and evaluation.
A description of the closed-source tracker implemented by AB has been provided, moving from a CUDA
implementation to an OpenMP version that could be conveniently interfaced with the HERCUELS
compiler. Results show a significant speedup with respect to the sequential version of the application, with
comparable performance to the optimized CUDA version, well within the targeted timing requirements.
The open source tracker customized by CTU has been integrated into an autopilot for a drone use case
implemented by PITOM. The autopilot and the tracker are composed of a number of concurrent tasks
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that, based on their criticality level and real-time requirements, have been partitioned onto the different
operating systems (ERIKA Enterprise and Linux) supported by the HERCULES framework to run on
different cores of the supported heterogeneous platform. This activity was not foreseen in the initial DoW,
and it required additional effort by PITOM and other partners to support a further HERCULES use case.
Finally, the porting of the automotive use case by MM to the HERCULES platform has been concluded,
detailing design decisions related to the partitioning of ERIKA and Linux tasks onto the heterogenous
hardware platforms, and related interfaces to communication channels and shared resources.
Porting representative use cases to the HERCULES platform allowed the technical partners to receive
precious feedbacks towards improving different components of the HERCULES stack. For example, ETH
collected many useful insights to optimize the HERCULES compiler and make it compatible with a wider
number of industrial applications, as well as better understanding the limitations for practical settings. EVI
developed important software components that allowed the company to better address the requirements
from automotive companies. UNIMORE and CTU improved the hypervisor support to better interface with
representative use cases.
All activities related to task T1.3 have been positively concluded, with all three applications correctly
running on the HERCULES framework on top of the respective hardware platforms.

Task 1.4. Performance Validation and Benchmarking (m31:m36)
Within this task, an extensive validation has been realized for each one of the addressed applications in
real life operating conditions. The benchmarking activities considered the requirements and metrics
identified in T1.1, with particular relation to predictability, average and worst-case latency, jitter,
performance, energy consumption, size and cost. All considered metrics showed a considerable
(sometimes even by orders of magnitude) improvement achieved by the HERCULES framework.
MM tested the automotive application using internally available benchmarking infrastructures and
operational environments. AB tested the avionic application on representative working conditions. PIT
tested the aerial drone application both in a physical setting, as well as in a Hardware-in-the-Loop
scenario. This latter simulated approach allowed PIT to validate the application across different
representative settings, without endangering the integrity of the drone in difficult scenarios.
The results of this thorough validation phase are presented in deliverable D1.4 (Validation Report),
including as well experiments adopting synthetic task sets, representative workloads and benchmarks to
test the validity of the HERCULES framework even beyond the considered industrial use cases.

Statement on the use of resources
The overall allocation of PMs and usage of resources for WP1 is in line with the emended approved budget.
Some higher effort has been devoted by PITOM to integrate the HERCULES framework in the unmanned
aerial drone application. A slightly higher effort has also been accounted by EVI for the extra support
offered to MM in the automotive use case.
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2.2.

Work Package 2 – Heterogeneous multi-core platforms

The goal of WP2 was to identify, characterize and optimize the reference platform for each use case. After
the evaluation and selection of the platforms in the initial stage of the project, two platforms have been
selected at Milestone MS1, namely, Nvidia Tegra TX2 and Xilinx Zynq Ultrascale+. At Milestone MS2, the
selected platforms have been then characterized in terms of performance/cost, power consumption,
throughput, timing and predictability.
In the second half of the project, the industrial partners worked on customizing the hardware platform
prototypes for the automotive and the avionic use cases. While AGI’s use case relied on the COTS NVIDIA
Tegra TX2, without requiring any hardware modification, the automotive use case by MM and the aerial
drone platform by PITOM required architectural customizations to meet the requirements of the
addressed applications. Both platform prototypes were ready at Milestone MS3, as detailed in deliverable
D2.3 (Final Board), exploring as well application-specific optimization for by means of dedicated FPGA
modules.

Task 2.3. Final Platform Enhancement (m7:m30)
This task realized the final platform prototypes for each HERCULES application, setting up the hardware
interfaces required by each use case and exploring the potential of the acceleration modules available in
the selected platforms.
A detailed description of the architectural choices made is available in Deliverable D2.3 (IFinal Board),
which is the closing deliverable for Task 2.3.
For the automotive use case, MM implemented a combined architecture where the Nvidia and the Xilinx
platforms are jointly adopted. This configuration, also under functional safety perspective, could extend
the ASIL D capabilities to the whole system. Such a configuration has a great potential for market
adoption, since it merges workload-intensive processing capabilities with dedicated support for functional
safety and risk management and mitigation. The architectural configuration has been explored evaluating
the performance of the FPGA-based architecture with respect to the GPU-based one.

Figure 25: the three boards selected for the automotive platform
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One of the objectives of the project was to replace existing bulky prototypes that were occupying the
whole trunk of the car, porting the autonomous driving software stack developed in WP1 onto energyefficient heterogeneous embedded platforms with reduced size, cost and power consumption. The work
done in T2.3, together with the software support developed in the other workpackages, allowed achieving
this goal, delivering a working application that runs on a more compact and much less power-hungry
platform than pre-existing solutions.
For the avionic use case, it was decided to augment the original tracking application by AGI with an Aerial
Drone Application that could integrate also real-time tasks with tighter timing and control requirements,
providing an additional concrete and visible result of the integrated HERCULES Framework. The Aerial
Drone System was completely designed, assembled, integrated and tested by partner PIT.
Deliverable D2.3 described the deployed electronic boards, as well as the complete process that led to the
development of the Aerial Drone System, and the selection process of commercial components, i.e.,
electric motors, ESCs, blades, mechanical frame, carrier board, heterogeneous platform, etc. Wherever
standard components were not available on the market, they were designed and realized by PIT by means
of 3D printing. PIT proprietary electronic boards, namely the piGPS, piIMU, piCORE have been integrated
into the electronic system to serve as sensors and expansion boards.
The Aerial Drone System is composed of:
- an aerial drone in hexacopter (i.e., multirotor with 6 electric motors) configuration;
- a complete autopilot system, i.e., the HERCULES Autopilot (or briefly H-Pilot) specifically
customized for the HERCULES Aerial Drone System, running on an NVIDIA TX2 platform;
- one stereo-cameras to allow object tracking;
- a Ground Control Station, running the Ground Video Receiver, and the Human Machine Interface
for Mission management and Control.
Finally, ETHZ explored the potential adoption of FPGA modules to enable resource-efficient memory
sharing between FPGA-mapped accelerators and the host subsystem, developing an address remapping
unit that allows the accelerator to access paged memory in the processor virtual memory space. Control of
the pages to be remapped was based on a Linux driver running on the ARM host. It also explored
prefetching and collaborative mechanisms that enabled hiding the latency of page misses in a more
effective way that with traditional IOMMUs, and with increased predictability due to a tighter interaction
with the application environment. The results of this exploratory research work are included in the last part
of deliverable D2.3.
All final board prototypes were ready at MS3.

Statement on the use of resources
The overall allocation of PMs and usage of resources for WP2 has been in line with the initial approved
budget.
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2.3.

Work Package 3 – Parallel Programming Model

The target of WP3 was to identify programming models of interest to efficiently parallelize the addressed
applications for the execution on the heterogeneous parallel platform.
The initial work focused on investigating existing parallel programming models, and selecting the ones of
interest to the HERCULES framework, as detailed in deliverable D3.1 (Programming Model Analysis and
Selection) at Milestone MS1. Then, a preliminary version of the compiler support and related runtimes
required to properly arbitrate CPU-to-GPU synchronization and communication has been provided at
Milestone MS2 in deliverable D3.2 (Preliminary support for predictability in the accelerator programming
environment) and D3.4 (Preliminary runtime for parallel heterogeneous platforms), respectively.
The second part of the project was dedicated to optimize the compiler and runtime support, significantly
improving the ability to manage legacy code in a predictable way and the related performance of the
produced binaries. A detailed description of the performed optimizations for the compiler and runtime is
available in deliverable D3.2 (Optimized support for predictability in the accelerator programming
environment) and D3.4 (Optimized runtime for parallel heterogeneous platforms), respectively.
The final code of compiler and runtime has been finalized at Milestone MS3.

Task 3.2. Predictable Execution Support (m7:m30)
This task aimed at developing compiler support for transforming CPU and GPU applications into a PREMcompliant format, as well as for propagating relevant information about the compiled tasks to the
runtime/OS.
During the first phase of the project, a compiler infrastructure was setup to enable OpenMP to NVIDIA ptx
compilation, on top of which to develop the planned extensions. The Clang compiler frontend was
adopted, combining it to the LLVM backend for the NVIDIA intermediate representation (ptx). A compiler
support has been developed to transform GPU accelerator codes into PREM-compliant counterparts, as
described in deliverable D3.2 (Preliminary support for predictability in the accelerator programming
environment).
In the second part of the project, an optimized version of the compiler has been developed. In comparison
to the previous compiler delivered, significant improvements have been done both in the amount of code
patterns that are supported, as well as the achieved performance of the transformed code. In addition to
this, the previous compiler only supported the transformation of OpenMP GPU kernels, but the extended
compiler also supports the compilation of regular CPU programs. On average, the HERCULES Compiler
performs on-par with the standard LLVM Compiler, and it outperforms it in certain cases. Additionally, the
HERCULES Compiler, in contrast to the standard LLVM compiler, enables predictable execution in
accordance with the Predictable Execution Model (PREM).
The final version of the CPU and GPU compilers has been presented in deliverable D3.3 (Optimized
support for predictability in the accelerator programming environment) at Milestone MS3, describing the
compiler transformations required for enabling a program to be executed predictably, and the related
performance effects.

Page 36

HERCULES:
High-Performance Real-time Architectures for Low-Power
Embedded Systems

The main purpose of the HERCULES Compiler is to take legacy code in OpenMP-annotated C/C++ form,
and transform it to meet the requirements of the Predictable Execution Model (PREM), which provides the
basis for achieving predictable execution within the HERCULES project. PREM achieves predictability by
separating parts of the task that access memory from parts that do not, by dividing the program into
Intervals that consist of Memory and Compute phases. These phases are then individually scheduled, so
that only a single memory client is accessing memory at every point in time, removing the risk of
contention from the memory system, as each task is effectively executed in isolation. In addition to
ensuring predictable execution within the system, this has the added benefit that Worst Case Execution
Times (WCET) for the task can be calculated in isolation, and the results will still hold true when other tasks
are added to the system, leading to composability.
To ensure that the Memory and Compute phases are large enough to hide the potential overhead of
scheduling them individually, every memory access required under a PREM interval is moved to the
Memory phase in the form of prefetches, such that the Compute phase is guaranteed to always hit in the
cache. By grouping all memory accesses within the memory phases, the Memory phase becomes coarse
enough to schedule as an independent task in classical real-time scheduling guarantees.
For practical purposes, the Memory phase needs to be further divided into a Prefetch and a Writeback
phase. During the Prefetch phase every memory access is prefetched, and in the Writeback phase, the
data is flushed back to main memory. For scratchpad memory based local storage, this is a strict
requirement, as every memory move needs to be instrumented from software, however, as it turns out,
this is also required for many systems based on hardware managed cache hierarchies, as the failure to
flush the cache lines after their use is finished leads to unpredictable behavior due to cache replacement
policies.
A PREM system is based upon the execution of a single memory phase at a time. This means that the
underlying system must provide the infrastructure for tasks to synchronize, to ensure that this property
can be upheld. The synchronization does not occur directly between tasks, but through a trusted
predictable runtime. The basis for this predictable runtime is libpremnotify, which is a runtime library
developed as part of Task T3.3 (Heterogeneous Runtime Optimization) for PREM compliant tasks to notify
the system when they want to access memory. The HERCULES Compiler inserts hooks into the library
functions before each PREM phase.
On the CPU, libpremnotify instruments the calls to the hypervisor, as detailed in deliverable D4.5 (Multi OS
Integration and Virtualization). On the GPU, the memory access control is handled through GPUguard,
which provides a synchronization interface between the CPU and the GPU. For the GPU and the CPU to be
able to communicate, a synchronization channel is required for the exchange of synchronization flags. The
HERCULES Compiler will insert this synchronization channel into compiled GPU kernels as part of the
PREM transformations.
The HERCULES Compiler is built as a series of compiler analysis and optimization passes, executing on top
of a forked version of the LLVM compiler infrastructure. Deliverable D3.3 (Optimized support for
predictability in the accelerator programming environment) details the patches applied to the forked
LLVM infrastructure, and presents the HERCULES LLVM passes used to transform compiled programs to
PREM compliant tasks that can be executed predictably.

Task 3.3. Heterogeneous Runtime Optimization (m10:m30)
The task aimed at developing runtime support for the compiler toolchain developed in Task T3.2. The
activities focused on developing runtime support to implement the memory arbitration scheme imposed
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by the PREM model. Specifically, a Linux driver has been developed that interacts with the
synchronization points introduced in GPU codes by the compiler from T3.2. Before entering a memory
phase, the GPU code triggers a synchronization event that awaits until the main memory arbiter
implemented as part of the Linux driver grants permission. The outcome of the task has been summarized
in the deliverable 3.2 (Preliminary runtime for parallel heterogeneous platforms), which has been delivered
at Milestone MS2.
In the second part of the project, ETH worked at improving the HERCULES Predictable Runtime to support
the execution of PREM-ized tasks at CPU and GPU level in a coordinated fashion. The optimizations have
been detailed in deliverable D3.5 (Optimized runtime for parallel heterogeneous platforms), focusing on
the three main components of the runtime: libomptarget, GPUguard, and libpremnotify. The libomptarget
library is part of the OpenMP offloading runtime, which has been extended to support the execution of
PREM tasks. GPUguard and libpremnotify are fully developed within the HERCULES project, and provide
the enforcement mechanism and communication interface required for the practical implementation of
PREM on a heterogeneous system. Experimental results were also provided to characterize the predictable
scheduling infrastructure on a heterogeneous computing system.
The main contribution was related to the libpremnotify interface, as well as the extensive predictability
experiments performed on code compiled with the HERCULES Compiler. The GPUguard kernel module
has gone through a minor revision to include support for cache miss counters, to enable measurements of
PREM compliance (i.e., no cache misses in the compute phase) when using hardware managed caches.
In the preceding support delivered for Milestone MS2 at month M18, the HERCULES Compiler inserted
explicit calls into the GPUguard runtime, through the calling of functions in libgpuguard. Since month M18,
support for CPU compilation has been implemented in the HERCULES Compiler, and since CPU tasks will
not interface with GPUguard, a new Predictable Runtime library had to be developed, that supported the
requirements of both CPU and GPU PREM tasks. In lights of this, libgpuguard has been discontinued, and
another library, libpremnotify has been introduced. Libpremnotify provides a target agnostic interface for
the enforcement of the memory phase isolation property of PREM, in particular, it is suitable for both CPU
and GPU PREM tasks. As such, libpremnotify provides an abstraction layer between the high-level
operation of PREM, and the specific requirements to enforce the PREM schedule on each platform. The
interface exposed by libpremnotify has been developed in coordination with the development of the
PREM Scheduler developed as part of the HERCULES project at CTU Prague.
Libpremnotify is split into a GPU library (implemented in CUDA) and a CPU library implemented in
standard C. The GPU library delivered implements all functionality required to interact with GPUguard.
During the end of the HERCULES Compiler compilation, the resulting binary is linked to libpremnotify.
Thus, libpremnotify is required to be able to correctly compile and execute programs compiled with the
HERCULES Compiler.
Experiments are presented in deliverable D3.5 showing the performance of the presented compiler and
runtime integration for representative task sets. In a few cases, the average case PREM performance
suffers slowdowns compared to the Legacy execution due to synchronization overhead in the GPU
execution, and cache management (evictions) in the CPU case. In both cases, the most important factor
that determines the size of this cost is how much computation can be performed on the data that is in local
memory during the PREM Compute phase. On the other hand, on both the CPU and the GPU, there are
several important types of tasks, such as tasks performing matrix operations (GEMM, Convolutions), that
show little to no slowdown under PREM in the average case. In the worst-case execution times, PREM is
always able to provide tighter bounds than the Legacy execution, and on both the CPU and the GPU, the
execution time jitter is reduced to near-zero values.
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Based on the presented results, when selecting COTS platforms for PREM, two important things to look at
are the sizes of the local memory, and the cache replacement policy, which should not be random. Larger
local memories increase the effective length of the phases, and thus reduces the impact of fixed-size
overheads, while random cache replacement policies require extra management to be predictable (see the
techniques explored in workpackage WP5), that introduces more overheads in the PREM system.
However, even with these limiting factors, PREM still provides benefit for predictable execution on the
target platform.
Both deliverable D3.3 (Optimized support for predictability in the accelerator programming environment)
and D3.5 (Optimized runtime for parallel heterogeneous platforms) have been successfully completed at
Milestone MS3.

Statement on the use of resources
The overall allocation of PMs and usage of resources for WP3 is in line with the emended approved budget.
A slight under-expenditure has been recorded for PIT that had to focus the available resources in WP1 for
the integration activities of the unmanned aerial drone application.
2.4.

Work Package 4 – Real-Time Operating Systems

Task 4.1 Host-side Operating System (m7:m30)
This task aimed at creating a predictable and power-aware real-time scheduler for the general-purpose
operating system adopted at host level. To this extent, the consortium decided to base the development
activities on the Linux kernel. In the first part of the project, an initial survey was performed about the ongoing activities related to the SCHED_DEADLINE2 and Energy-Aware Scheduling3 (EAS) projects. Then,
EVI designed and developed an enhancement to add reclaiming features to the Linux SCHED_DEADLINE
real-time scheduler. The new software component, based on the GRUB algorithm, requested EVI to
develop a set of unit tests leveraging several profiling and tracing tools for the Linux kernel. The
implementation of new scheduler as well as the unit tests have been released public-domain and are
contained in deliverable D4.1 (Preliminary Real-Time Linux) presented at Milestone MS2. The new
scheduler has been released to the Linux kernel community through the Linux Kernel Mailing List (LKML),
and it is under evaluation for inclusion within the official Linux kernel.
In the second part of the project, EVI intensified a collaboration it started with ARM to design and develop
an integration of the SCHED_DEADLINE real-time scheduler with the cpufreq subsystem aiming at
reducing the energy consumption while respecting the real-time guarantees. In particular, the existing
cpufreq’s schedutil governor and the SCHED_DEADLINE scheduler have been modified to implement the
GRUB-PA algorithm. The development has been completed at Milestone MS3 and it has been detailed in
deliverable D4.2 (Final Real-Time Linux), along with the installation instructions for the provided software
packages, and a test-suite for properly testing the functionalities.
The efficiency of the developed GRUB-PA algorithm has been tested in terms of power consumption. The
results in deliverable D4.2 show that GRUB-PA allows a significant reduction of the energy consumption
still guaranteeing the real-time constraints. In particular, the results compare the energy consumption and
the deadline misses of the performance governor (i.e., CPU frequency always at the maximum value), of
the current schedutil implementation (i.e., CPU frequency at the maximum value when executing
2
3

https://en.wikipedia.org/wiki/SCHED_DEADLINE
https://www.linaro.org/blog/core-dump/energy-aware-scheduling-eas-project/
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SCHED_DEADLINE tasks) and the proposed GRUB-PA implementation (i.e., CPU frequency at the
minimum value that allows to respect the real-time constraints).

Figure 26: experiments on synthetic tasks for GRUB-PA

The HERCULES partners also investigated the possibility of replacing the current resource reservation
policy in the Linux kernel (i.e. Deadline Inheritance) with a more efficient algorithm (i.e. M-BWI or BROE).
Unfortunately, the lack of a clear goal from the Linux community did not allow defining a path for
identifying and developing an algorithm widely accepted. Nevertheless, partner EVI will continue to
provide its support and experience to the Linux kernel community even out of the scope of the HERCULES
project.
An important achievement of the HERCULES project is that the code developed within this task (i.e. the
GRUB and GRUB-PA algorithms) has already become part of the official Linux kernel, thus contributing to
such OS widely used in several application domains.

Task 4.2. Lightweight RTOS (m7:m30)
This task developed the ERIKA Enterprise RTOS support on the reference hardware platforms of
HERCULES. During the first 18 months, partner EVI continued the development of the new version (i.e.,
version 3) of the RTOS and ported the kernel core onto the Cortex-A57 available on the Nvidia Jetson TX1
board and the Cortex-A53 available on the AXIOM board4 (featuring a Xilinx Ultrascale+ SoC). Although
not included in the original DoW, EVI also started the design of an AUTOSAR Run-Time Environment
(RTE) generator for ERIKA Enterprise to properly support MM’s automotive use case. A preliminary version
of both these components has been provided in deliverable D4.3 (Preliminary Lightweight RTOS) at
Milestone MS2.
In the second part of the project, the activities continued by:
- Finishing the redesign of the ERIKA Enterprise kernel and porting the RTOS onto the reference
platforms chosen in the HERCULES Project.
- Finishing the development of the AUTOSAR Run Time Environment (RTE) generator to be able of
integrating the code of the pilot coming from MM’s automotive use case.
4

http://www.axiom-project.eu/2017/02/the-axiom-board-has-arrived/
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The new many-core support required instead that all the compilation process should be resolved in a single
statically linked image (i.e., “single-ELF” approach) and therefore required a complete restructuring of the
binary image. In particular, the main change has been related to a redesign of the data structures, which
are now designed to separate information, letting the cores access relevant per-CPU data using an
additional indirection.
In-depth instructions for using ERIKA on the HERCULES reference platforms have been made available on
the following public pages:
- Nvidia Jetson TX1 and TX2:
http://www.erika-enterprise.com/wiki/index.php?title=Nvidia_Jetson_TX1_and_TX2
- Xilinx Ultrascale+:
http://www.erika-enterprise.com/wiki/index.php?title=Xilinx_ZCU102
The source code of the RTOS is available on Evidence’s GitHub public account [Erika3-code] and also in the
erika-rtos/ directory contained in the software package provided along with deliverable D4.4 (Final
Lightweight RTOS). Most of the technical information (e.g. how to install and use the software) has been
made available on public webpages [Erika3-nvidia, Erika3-xilinx].
For what refers to the AUTOSAR Runtime Environment, the additional worked required by EVI to provide
it allowed the consortium to fine tune:
- The communication between the software components (with the related data exchange, and the
tuning on the memory bandwidth required to have predictability, see Deliverable D3.4);
- The communication between the various hypervisor’s guests, that in this case could be directly
handled in a transparent way by the code generator;
- The communication with the external world (in particular by directly wrapping the CAN and
Ethernet protocols on the board).
All this happened at the same time of the demise of the OSEK/VDX consortium (in fact, as of today, the
website http://www.osek-vdx.org is no longer available), which caused on the other hand commercial
issues to the partner EVI (i.e. the OSEK/VDX certification of ERIKA Enterprise v2 is less valuable once the
standard has disappeared).
Given those advantages and the disappearing status of the OSEK/VDX standard, partner EVI decided to
start the development of an AUTOSAR RTE Generator. In order to do that, EVI started from the Artop
plugins [Artop], a set of Eclipse plugins that provide updated support for the AUTOSAR XML metamodel,
adding then a code generator.
All details are provided in deliverable D4.4 (Final Lightweight RTOS), which has been submitted in time for
Milestone MS3.

Task 4.3. Multi-OS Integration and Virtualization (m19:m34)
This task aimed at investigating, designing and developing efficient mechanisms for the concurrent
execution of multiple operating systems (“Multi-OS” solution) on the selected HERCULES platforms. In
particular, it focused on supporting the concurrent execution of Linux and ERIKA Enterprise RTOS on the
reference platforms selected in WP2.
As part of this task, several activities have been carried out by the consortium:
-

The investigation and selection of a suitable hypervisor for the envisioned scenario.
The porting of the selected hypervisor onto the reference platforms.
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-

The design and implementation of the cache colouring mechanism, in connection with Task 5.1, as
detailed in deliverable D5.1 (Power-Aware Scheduling Algorithm for Host).
The design and implementation of the co-scheduling mechanism, in connection with Task 5.3, as
detailed in deliverable D5.3 (Integrated Schedulability Analysis).
The design and implementation of the MemGuard mechanism at hypervisor level, in connection
with Task 5.3, as detailed in deliverable D5.3 (Integrated Schedulability Analysis)

The task spanned the whole second part of the project, besides an initial survey on hypervisors, with the
selection of Jailhouse as an open source hypervisor suitable for the HERCULES purposes. Jailhouse has
been selected for its small footprint and the targeted safety-critical domain, lending itself to a potential
later safety certification/qualification.
Jailhouse is a type-1 partitioning hypervisor, more concerned with isolation than virtualization. Like Xen,
Jailhouse requires Linux because its management interface has been based on the Linux infrastructure.
This design choice has allowed to keep the size of Jailhouse’s source code as small as possible. Like KVM, it
is loaded from a normal Linux system. Once the hypervisor is started, however, it takes full control of the
hardware and splits the hardware resources into isolated compartments (called cells) that are fully
dedicated to guest software programs (called inmates). One of these cells runs the Linux OS and is known
as the root cell. The role of this cell role is somewhat similar to that of dom0 in Xen. However, the root cell
doesn’t assert full control over hardware resources as dom0 does; instead, when a new cell is created, the
root cell cedes to that new cell control over some of its Central Processing Unit (CPU), device, and memory
resources. This process is called shrinking.
Jailhouse is able to run bare-metal applications or (adapted) operating systems, but one operating system
must necessarily be Linux. It cannot run OSs (like Windows or FreeBSD) unmodified. Even the Linux OS,
for running on additional non-root cells, needs to be properly configured. Due to its static design, guests
cannot share a core because there is no scheduling.
Thanks to the full partitioned approach, the only source for interference between OSs running on different
cores is caused by access to shared hardware resources (i.e. caches, Synchronous Dynamic RandomAccess memory (SDRAM), Input/Output (I/O) buses). Jailhouse does not currently provide any mean for
lowering such interference. For this reason, the HERCULES consortium has designed and developed
several mechanisms within task T4.3 to limit or control this interference.
The porting of the Jailhouse hypervisor has been completed by the consortium on both supported
HERCULES platforms: Nvidia Tegra TX2 (as well as the preceding TX1 version) and Xilinx Zynq Ultrascale+.
EVI also integrated and released a VirtualBox virtual machine containing the ERIKA Enterprise RTOS and
the RT-Druid development environment already installed for the TX1 and TX2 platforms. Such virtual
machine is publicly available for download [Evif].
UNIMORE implemented cache coloring support in the Jailhouse hypervisor, allowing cells to be assigned
memory regions with a selection of cache colors. If the system memory is allocated to inmates so that
different inmates are allocated different colors, mutual interference in shared Last-Level Cache (LLC) is
avoided by construction, significantly improving predictability, implementing cache partitioning at
software level without the need of any hardware assistance.
This contribution has been integrated under Jailhouse in deliverable D4.5 (Multi-OS integration and
Virtualization), together with the other Jailhouse extensions. A more detailed introduction to cache
coloring, a description of UNIMORE implementation, and an extensive evaluation on NVIDIA Tegra
platform performed by UNIMORE is reported in deliverable D5.1 (Power-Aware Scheduling Algorithm for
Host), which is devoted to software techniques and scheduling algorithms for HERCULES platform CPUs.
Experimental results presented there successfully confirm the efficacy of cache coloring in eliminating
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contention on last level cache, thus improving the predictability of the system and, consequently, allowing
a tighter timing analysis. Collaborating with a third-party contractor, UNIMORE also successfully tested
the cache coloring implementation on Xilinx Zinq UltraScale+ (US+), obtaining brilliant benchmark results
of attainable latency and jitter.
Another predictable mechanism implemented at hypervisor level within the activities of Task T4.5 is the
MemGuard support for managing memory bandwidth available to CPU cores in a multi-core processor.
The memory bandwidth consumption is monitored by a Performance Monitoring Unit (PMU) available on
most modern processor. When memory bandwidth consumption by a single CPU core is higher than a
predefined threshold, the core it throttled. CTU implemented a similar mechanism in the Jailhouse
hypervisor. It uses ARM’s PMU and a hypervisor timer to implement memory bandwidth monitoring and
throttling. The mechanism is controlled by a hypercall interface described in deliverable D4.5.
Finally, UNIMORE and CTU implemented memory co-scheduling support in the Jailhouse hypervisor to
support the PRedictable Execution Model. This allows providing timing guarantees by imposing tasks to
treat the shared memory as a resource to be used exclusively, avoiding by design contention for memory
bandwidth. This contribution has been integrated under Jailhouse in deliverable D4.5. A detailed
description and evaluation has instead been reported in deliverable D5.3 (Integrated Schedulability
Analysis), dedicated to software techniques and scheduling algorithms for the whole HERCULES platform,
i.e., considering both CPU and accelerators.
Deliverable D4.5 (Multi-OS integration and Virtualization) was presented at Milestone MS3 describing all
implemented component at hypervisor-level, providing insights about the implementation details and
installation instructions of the provided software. The developed source code has been made available in
the package provided along with this deliverable D4.5. A subset of the developed code has also been
released as open-source software [JailEvi, JailTX1, JailTX2]. The remaining part will also be published after
the project conclusion.
Statement on the use of resources
Despite preliminary activities started before the planned date, and some PM has been accounted by the
WP leader (EVI) prior to the official start of the WP, no deviation in PMs allocation and in the overall use of
resources has been observed.

2.5.

Work Package 5 – Scheduling and Schedulability Analysis

This work-package was devoted to the design of predictable scheduling algorithms that take into account
the main bottlenecks of the architecture, and optimize performance considering the time criticality and
required performance of each considered application. State-of-the-art real-time scheduling algorithms,
execution models and predictable techniques have been investigated and implemented for the
management of processing cores, shared resources, memory bandwidth and data transfers, for the joint
optimization of system performance and energy efficiency, without violating the application timing
requirements.
While the first part of the project touched only preliminary activities within this workpackage, with no
deliverable due at Milestone MS2, most of the work was concentrated in the second part of the project,
with three deliverables presented at Milestone MS3, detailing a set of different techniques to improve the
predictability of the targeted platforms at CPU, GPU and system level:
-

Deliverable D5.1 (Power-Aware Scheduling Algorithm for Host)
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-

Deliverable D5.2 (Scheduling Algorithm for Parallel Accelerators)
Deliverable D5.3 (Integrated Schedulability Analysis)

Deliverable D5.1 presented scheduling algorithms developed for the host part (i.e., CPUs) of the
HERCULES platform, presenting different algorithms to improve the predictability and the power
efficiency of the considered host cluster: an off-line scheduling algorithm for tasks mostly complying with
PRedictable Execution Model (PREM) and an on-line power-aware scheduling algorithm for the Linux
kernel called GRUB-PA. Since PREM relies on predictable timing behaviours of caches, two additional
techniques are presented to address such requirement on high-performance COTS embedded platforms:
cache coloring and preventive invalidation
Deliverable D5.2 presented scheduling algorithms developed for the accelerator part, with particular
relation to the GPU scheduler and the work UNIMORE performed to prototype a hypervisor privileged
guest to enforce arbitrary GPU scheduling policies implemented in software. An event-driven Earliest
deadline First (EDF) scheduler has been implemented on an NVIDIA integrated GPU. The deliverable also
detailed how to utilize the features of NVIDIA memory controller to throttle memory accesses from the
GPU, allowing the execution of legacy applications on the GPU together with PREM-compliant
applications on the CPU. The final objective was to design system-wide server-based arbitration policies at
hypervisor level (implemented in deliverable D4.5) that are able to orchestrate CPU and GPU real-time
tasks with both presented techniques.
Deliverable D5.3 is an ideal continuation of D5.1 and D5.2, documenting an integrated schedulability
analysis for the memory-aware real-time scheduling setting addressed by the HERCULES framework. It
details the system-level mechanisms that have been implemented to enable a memory-aware coscheduling of tasks on the available computing engines. A hypervisor-level Memguard support has been
implemented for memory bandwidth regulation of general-purpose tasks. Then, a memory spinlock
(called Memex) has been detailed to enable a privileged access to main memory without experiencing
memory-intensive interference from other cores. This latter mechanism is particularly useful for tasks that
can be PREM-ized with the compiler provided in deliverable D3.3. In the second part of the deliverable, a
schedulability analysis is detailed for tasks partitioned to cores, whose memory accesses are co-scheduled
using the proposed approaches. Individual analyses for Memguarded systems and simple PREM-ized
settings are presented, before providing an integrated analysis for a hybrid setting that merges both
approaches, as assumed in the HERCULES framework. The last part of deliverable D5.3 describes how the
FPGA engine could be conveniently used to decrease the system-level overhead of the proposed memoryaware arbitration mechanisms. Finally, an alternative method based on a statically computed off-line
schedule is proposed and validated on practical settings.

Task 5.1. Power-Aware Scheduling at Host Level (m7:m30) (CTU, UNIMORE, ETHZ)
This task focussed on the host part of heterogeneous SoC platforms (i.e. for CPU clusters) and presented
two software techniques to bring predictability to caches in high performance embedded systems, and
two scheduling algorithms: cache colouring and preventive invalidation. Both techniques tame cache
evictions between different cores and intra-core self-eviction, due to pseudo-random replacement policy,
respectively. The former is a hardware-independent technique that achieve cache partitioning exploiting
virtual memory mapping, hence forbidding the very possibility of a line to be addressed from any core
different than the owner. The latter eliminates the risk of improvident eviction of useful lines by large
memory fetch sequences—a common operation in the PREM approach selected by the HERCULES
project—by priorly performing clean and invalidate operations on a suitable number of cache lines.
Within this task, two other algorithms have been investigated and implemented. The first one is a novel
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off-line scheduling algorithm to take full advantage of the HERCULES framework, most notably of the
HERCULES PREM compiler, to schedule the compiled applications in an optimal way, largely eliminating
the interference caused by accessing shared DRAM memory. The off-line scheduling algorithm schedules
PREM phases and ensures that multiple memory phases do not execute together and hence do not suffer
from interference caused by other cores. The algorithm takes as one of its inputs the output from the
HERCULES compiler (whose final version is described in D3.3), forming an initial version of the HERCULES
toolchain. The toolchain was evaluated on an Advanced Driver-Assistance Systems (ADAS) scenario
containing matrix multiplications and Fast Fourier Transform (FFT) computations on an NVIDIA Jetson TX1
board. The results showed that the proposed approach maintains similar average performance,
significantly reducing the variance of executions times by a factor of 9.
The second algorithm presented is GRUB-PA, a power-aware on-line scheduling algorithm based on the
resource reservation framework. This algorithm can be used both with and without the PREM-ized code. It
achieves energy savings by changing CPU voltage and frequency (DVFS) based on the load imposed by
real-time tasks. The existing support on the Linux kernel is based on the SCHED_DEADLINE scheduling
policy, which provides real-time guarantees with a server-based scheduling approach. One drawback of
the current SCHED_DEADLINE (as well as of SCHED_FIFO) policy implementation is that whenever the
system contains real-time tasks, the Linux power-management subsystem always keeps the CPUs running
at the highest frequency, thus consuming a lot of power. GRUB-PA is a power-aware version of the
SCHED_DEADLINE policy that has been implemented within the activities of workpackage WP4, whose
theory has been developed within this task, and included in deliverable D5.1 (Power-Aware Scheduling
Algorithm for Host).
While both algorithms have their pros and cons, we envision their simultaneous use in a manner similar to
how many time-triggered communication protocols combine time-triggered and event-triggered
scheduling. These protocols divide communication into so called cycles and each cycle comprises a timetriggered window and an event-triggered window. In CPU scheduling, a similar approach can be taken –
the time-triggered part will be driven by the off-line scheduler, whereas the event-triggered part by the
GRUB-PA algorithm. Such an approach requires that all tasks of the application are executed
synchronously with the main cycle. This requirement is met by both HERCULES use cases because their
execution is mostly synchronous with frame-rate of cameras or data rate of other sensors.
The design details of all the presented techniques and algorithms are available in deliverable D5.1 (PowerAware Scheduling Algorithm for Host), which has been submitted at MS3.

Task 5.2. Scheduling on Parallel Accelerators (m7:m34)
The objectives of Task 5.2 were to “investigate predictable scheduling strategies to exploit the impressive
computing power offered by the parallel acceleration engines available on the considered heterogeneous
platforms”. Those scheduling strategies should “avoid contention on shared resources, like memory and
communication resources”. This task was therefore devoted to improving the timing predictability of the
accelerators available in the considered HERCULES platforms. In these heterogeneous platforms, DRAM is
not only accessed by the CPUs but also by other engines available in the system-on-chip, like integrated
Graphics Processing Units (GPUs). In order for the proposed PREM execution model to be effective, all
major DRAM bandwidth consumers must be scheduled in coordination with the rest of the system not to
access the main memory in an uncontrolled way. Within this task, two system-level techniques have been
implemented for scheduling execution on the GPU and to control its memory access patterns.
Scheduling the GPU is a difficult problem because current generation GPUs feature a hardware-based
scheduler, whose function cannot be modified in an arbitrary way. We therefore need to cope with the
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existing hardware support, building our scheduling on top of it. Thus, we proposed a GPU scheduler
implemented on the CPU by intercepting all GPU kernel invocations.
To investigate preemptive Earliest Deadline First (EDF) policies for scheduling GPU tasks, we adopted a
recent feature released by NVIDIA for Tegra-based SoCs able to expose shader/kernel preemption
functionalities. Since the introduction of the Pascal architecture, NVIDIA GPUs are graphic processing
units able to support preemption at pixel-level for graphic applications, and at thread-level for CUDA
compute workloads. By leveraging this novel feature, and by having access to the NVIDIA software stack
for embedded automotive systems, we were able to implement a prototyped version of an EDF-scheduler,
which we then enhanced with a Constant Bandwidth Server (CBS) for providing task isolation in case of
misbehaving applications.
The implementation of such a scheduler implied:
- Transitioning from a pre-existent table-based approach to an event-driven approach for GPU
commands submission;
- Prototyping an enhanced programming model for both CUDA and OpenGL with real-time
extensions;
- Prototyping an alternative SW (software) scheduler implementation that acts as a privileged guest
in the hypervisor, improving over the currently implemented NVIDIA scheduler;
- Integrating our prototype with the pre-existing model for handling dependencies between the
NVIDIA computing platform sensors/actuators and the respective GPU tasks.
All implementation details have been described in deliverable D5.2 (Scheduling Algorithm for Parallel
Accelerators), which was submitted for Milestone MS3, along with a technique for exploiting the features
of the NVIDIA memory controller to throttle memory accesses from the GPU, so to protect CPU tasks’
response time.
The HERCULES compiler and the GPUguard runtime presented in deliverable D3.3 and D3.5, respectively,
complement the techniques presented in this deliverable to produce PREM-ized binaries of CPU and GPU
tasks, and coordinate their execution between both engines.

Task 5.3. Integrated Schedulability Analysis (m7:m34)
For the addressed real-time applications, smart scheduling solutions are useful only if coupled with tight
schedulability tests that may guarantee all timing requirements be met. This task ran in parallel with Task
5.1 and Task 5.2 to provide analytical proofs on the efficiency and the temporal correctness of the devised
scheduling techniques. Moreover, it provided analytical and implementation details of two different
approaches for an integrated HERCULES scheduling framework:
- A dynamic event-driven approach implemented at hypervisor level.
- An offline approach based on a statically pre-computed schedule.
Both approaches aim at devising ways to implement memory/computation co-scheduling algorithms
associated with predictable execution models.
To implement the event-driven approach, we implemented an online co-scheduling mechanism by means
of a memex, i.e. a memory mutex or lock. The transition of a task from a computation interval to a
memory one thus requires the task to ask, and obtain, the lock on the memex. Conversely, the transition
from memory to computation interval unlocks the memex for other tasks. The memex implementation
has been integrated in the Jailhouse hypervisor, by an extension provided and documented in D4.5 (Multi
OS Integration and Virtualization). Externally, i.e. at the level of Application Programming Interface (API),
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memex lock and unlock operations are exposed in a dedicated Jailhouse hypercall that is made available to
any guest, i.e., the Linux root-cell or any other Operating System (OS) or bare-metal application hosted as
an inmate. This hypervisor-level API is also lifted to the application level, to allow compatibility with the
PREM-ising compiler optimisation, whose interface definition called libpremnotify is defined in deliverable
D3.5 (where also a reference implementation for the Linux OS is provided). Whilst the hypervisor version
of libpremnotify suffices for a bare metal application or lightweight Real-Time Operating Systems
(RTOSs), more complex OSs typically restrict hypercall invocation from a privileged kernel space. To
demonstrate integration with a general-purpose OS, a Linux kernel module has been implemented to
proxy Jailhouse hypercalls through the IOCTL interface.
Recall that for PREM to be effective, a form of cache partitioning is required. Otherwise, predictability of
computation phases would be jeopardised by contention on the shared L2 cache. For this reason, the
Jailhouse PREM support is integrated with the cache colouring mechanisms included in the Jailhouse
extension provided in deliverable D4.5, whose dedicated evaluation was detailed in deliverable D5.1. In the
same deliverable, the preventive invalidation technique is also presented as another PREM-enabler
technique that allows the prefetch operations performed during memory phases to be executed
deterministically in spite of the pseudo-random replacement policy, avoiding self-evictions of useful data.
In this task, we also analyzed the MemGuard mechanism that was implemented an extension of the
Jailhouse hypervisor to limit memory bandwidth consumed by a CPU core. It is used mainly in compatible
PREM intervals to limit memory interference caused by running non-PREMized code. At the same time, it
is also used in predictable intervals as a protection against misbehaving applications. The mechanism is
controlled by a hypercall interface described in deliverable D4.5, which allows setting memory budgets
and timer periods. Additionally, it allows obtaining statistics from application execution (profiling).
MemGuard uses the following features of ARMv8 hardware:
- Performance Monitoring Unit (PMU) to monitor/count memory accesses (cache misses).
- Hypervisor timer for replenishing memory budgets (resetting performance counters) and for
blocking the execution in case of memory budget overruns.
- Interrupt controller to optionally support non-preemptive execution of predictable PREM intervals.
When requested, MemGuard masks most of the interrupts (besides those that are needed for MemGuard
functionality and a few that cannot be masked). MemGuard activity is not coordinated between different
CPU cores, as this would result in unexpectedly high overhead. However, even with independent per-CPU
MemGuards, there is some overhead, which was taken into account in the proposed schedulability
analysis.
After having provided all implementation details for supporting both the dynamic and the static coscheduling methods, we developed the related schedulability analyses considering the combination of the
proposed schedulers on the host and on the accelerators.
Both analyses are provided in detail in deliverable D5.3 (Integrated Schedulability Analysis), which has
been submitted at MS3.

Statement on the use of resources
No significant deviation has been registered with respect to the planned effort for this workpackage.
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2.6.

Work Package 6 – Industrial Exploitation

This work package was devoted to collect the ground-breaking potential of HERCULES framework,
maximizing the impact of key technological outcomes at industrial level. It involved HERCULES industrial
partners (EVI, MM, PIT and partly AGI), and the project coordinator UNIMORE.
The activities within this workpackage included getting in touch with key industrial players that might be
potentially interested in the outcomes of the project. From this point, the Industrial Advisory Board was an
excellent asset to exploit to receive precious feedback to improve the proposed value.
The consortium was very proactive in finding industrial collaborations and in presenting the components
of the HERCULES framework even beyond the IAB. A preliminary exploitation plan was provided at month
M12 and described in deliverable D6.1 (Preliminary Exploitation Plan), which was restricted to the
Consortium and IAB members.
A list of the main exploitation and promotion activities has been provided in deliverable D6.2 (Final
Exploitation Plan), submitted at Milestone MS4, as an updated version of outcomes and plans identified
during the project released for public access. We refer the reader to this document for a detailed list of
exploitable outcomes, including the description of the identified results, the feedback received by the IAB,
the leading partner for each result, the background and foreground IP of each partner applied to each one
of the results, and the protection form for each result. Market analysis and exploitation plans for the
Integrated Framework, the HERCULES use cases, and the specific exploitation plans by all partners are
also presented.
Another target of WP6 was to foster the open-source take-up of the HERCULES results. Under the wide
experience on consulting business models by EVI, we identified the appropriate mechanisms and licence to
release the framework software, and specific support documents (documentation, tutorial documents and
courseware). Moreover, we established meaningful collaborations with notable open-source communities
of interest to the project (i.e., Linux kernel, OpenMP, Jailhouse, etc.), publicizing the technical
advancements achieved in the project and stimulating their integration into mainline releases.
The details of the open source take-up have been provided in deliverable D6.4 (Open Source Results),
submitted at the end of the project for Milestone MS4. This deliverable described the final plan for opensource exploitation of the software developed within the HERCULES project. Besides listing the software
components that are (or will be) released as open-source software, the document also described the
specific licensed adopted, as well as the dissemination activities planned for promotion.

Statement on the use of resources
A slight over-expenditure has been reported with relation to the emended budget, due the extra effort by
UNIMORE, CTU and EVI in exploitation activities for the HERCULES framework.
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2.7.

Work Package 7 – Management & Dissemination

This work package was devoted to the coordination of the project, including interfacing with EU officers;
monitoring the quality of the project activities and ensuring they are in line with the main project goals
(G1-G3) and the targeted objectives (O1-O9); guaranteeing that deliverables and milestones meet the
scheduled deadlines.
It also coordinated and fostered the dissemination activities for attaining a substantial impact both at
European and international levels, including:
- Presentation of the scientific results to refereed conferences and journals on related areas.
- External dissemination activities oriented towards raising academic and industry awareness,
promoting the methodologies and tools of the project.
- Interfacing with the Industrial Advisory Board of the project, promoting industrial awareness of
HERCULES results, as well as using specialized media outreach capabilities (e.g., Tom’s Hardware).
- Organization of satellite events to top-ranked conferences in the related areas, such as parallel
workshops or special tracks/sessions.
- Final project Dissemination Event on Feb 15th, 2019 in Modena, with all partners, IAB members,
and experts from invited companies, academic and research centers.
WP7 was also responsible for the support of the management of the public part of the project web portal
and the elaboration of dissemination material for industrial and academic targets (e.g., application notes
and white papers).

Task 7.1 Project Coordination
The coordination ensured the quality and progress monitoring of project activities and the submission of
the deliverables, as well as the correct reporting of the project expenditure. Some delay in the submission
of a deliverables did not affect the activity of any other tasks, but it was due to a double round of internal
review of the documents by all partners. UNIMORE guaranteed an effective communication with the
project partners as well as with the IAB and the PO. The coordinator coordinated the joint effort of
preparing and collecting all project’s legal documents: Consortium Agreement, NDA, IAB, and ensured
their fulfillment. The management structure of the project is shown in detail in deliverable D7.1 (Project
Management Plan).
There were no changes in the composition of the consortium.
Minor modifications to the DoW were made by means of an amendment requested and approved on
December 2017 (month M24), to adjust the partner budgets and efforts across the various workpackages,
and to include the additional work by PITOM due to the integration to the avionic use case, to better
address a suggestion by the reviewers.
UNIMORE has been responsible of the logistics of several meetings organized both in Italy and in
Bruxelles. Moreover, it has been in charge to setup the three Industrial Advisory Board (IAB) Workshops:
the first one in Turin at MM facilities, the second one in Prague in collaboration with CTU, and the third
one in Modena, for the conclusion of the project. The precious feedback received from the IAB members,
as well as answers/clarifications from project partners, have been described in detail in deliverables D6.1
(for the first IAB meeting), and D7.7 (for the second one).
The project coordination team collaborated to promote cooperation and exchange of ideas with the
members of the IAB and to maximize the impact of the project outcomes in the industrial domain, as part
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of task T6.3 (Framework Exploitation).
Following reviewers' recommendation, the coordinator provided the project partners a Rolling Action Item
List (RAIL) to assure the quality monitoring of each project tasks and subtasks, which is being continuously
updated on any risk and deviation.
List of project meetings:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.

Preparatory meeting in Modena prior to GA start, 10th of November 2015
Kick Off: Modena, 2016, January 12th-23th
Bilateral meeting MM-EVI: Bologna, 2016 January 27th
Bilateral meeting AVI-MM: Pisa, 2016 April 14th
General Assembly: Modena, 2016 April 21st
General Assembly & 1° Workshop: Turin, 2016 May 9th-10th
General Assembly: Modena 2016, September 7th
WP dedicated technical meeting: Modena, 2016, October 7th
General Assembly & Review Meeting: Bruxelles, 2016 October 19th-20th
WP dedicated technical meeting: Modena, 2016, November 4th
General Assembly: Modena 2017, January 20th
Technical meeting: CTU-UNIMORE-ETHZ: 2017 Modena, February 22th . 24th
Technical meeting: MM- UNIMORE-ETHZ: 2017 Modena, March 7th
General Assembly & 2° Workshop: Prague, 2017, 12th-13th June
General Assembly & 2° review meeting: Bruxelles 2017, September 13th -14th
Technical meeting CTU-UNIMORE-ETHZ-EVI: Modena 2017, December 4th
Training on CPU and GPU compiler: Modena 2017, December 5th
Technical meeting dedicated to the application providers: 2018, February 22nd
General Assembly: Modena, 2018 June 28th
General Assembly M34: Modena, 2018 October 26th
General Assembly, Review meeting and Final meeting: Modena, 2018 February 13th-15th

Task 7.2 Collaboration and Communication Tools
The collaboration and communication tools that the project coordinator made available for the project
partners were described in depth in deliverable D7.5 (Collaboration and Communication Tools). The
deliverable describes both the internal and the external collaborative and communications tools.
Among the collaborative tools provided to the project partner since the very start of the project:
- Dedicated mailing list (managed by CTU);
- SVN repository for both scientific and codes documents (managed by UNIMORE);
- UNIMORE TC Webex platform to support multi-conferences among project partners;
- Gantt chart, Deliverables, Milestones and updated to-do list;
- Minutes of project meeting and workshops;
- Google docs for shared revision technical documents.
For the external communication, EC compulsory dissemination and disclaimers rules have been notified,
providing the following instruments/tools:
- Project logo developed ad hoc and approved by all the partners;
- Project web site (www.hercules2020.eu);
- Social media accounts (Linkedin ,Twitter);
- Template for Powerpoint presentation and deliverables;
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-

Template for official project presentation and poster format;
Roll up banner;
Flyers;
New brochures.

Task 7.3 Dissemination
A dissemination plan has been prepared in deliverable D7.6 (Dissemination Plan) and submitted at
Milestone MS1. The scope of the dissemination plan was to raise interest by industrial and end user,
promoting the related research in academic curricula, as well as the exploitation in relevant domains.
The four main targets stakeholders identified were:
1. Technical leaders and engineer of companies with special interest in high performance computing
and predictability;
2. Academics;
3. General Public;
4. Investors.
To target each one of these stakeholders, the following dissemination tools and activities have been
developed:
- Project website: www.Hercules2020.eu. The project website has been setup by UNIMORE and
CTU, and it is hosted ad UNIMORE's servers.
- Twitter account: #Hercules2020
- LinkedIn account group: Hercules2020
Besides the industrial take-up and exploitation potential detailed in deliverable D6.2, the HERCULES
project carried on an extensive set of dissemination activities, leading to the publication of a large
number of related papers in international conferences and journals, as well as presentations to related
trade shows and industrial fairs.
A detailed list of the plenty HERCULES dissemination activities is provided in deliverable D7.8 (Final
Dissemination Report), which has been submitted at Milestone MS4.
A short summary of the activities includes:
- Three Industrial Advisory Board (IAB) meetings, with a composition of the IAB that had steadily
grown throughout the project timespan.
About thirty bilateral meetings between HERCULES partners and technical leaders of various
companies/organizations, to present the project targets and partial results.
- More than twenty presentations to trade shows and industrial events.
- Almost fifty published peer-reviewed papers acknowledging the HERCULES project (!!!). We
believe the consortium was pretty successful in conveying the potential impact of the HERCULES
approach to the real-time and embedded systems community with quite an impressive number of
publications.
- More than ten invited talks and lectures with relation to the HERCULES project.
- The co-organization and participation to two autonomous driving challenges: the F1/10
autonomous racing competition (http://f1tenth.org/). The student teams used the same hardware
technology as the one targeted by the Hercules project: the NVIDIA TX2 platform. Seven teams
from all around to world participated in the 2nd F1/10 competition organized in April 2018 in Porto,
Portugal, where HERCULES partner CTU won the 1st place, and UNIMORE ranked 3rd. The 3rd
F1/10 competition was held on October 1st, 2018 in Torino, Italy, co-organized by UNIMORE. Nine
teams competed, CTU ranked 3rd, UNIMORE 4th (see Figure 5).
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-

More than twenty appearances and interviews to TV media and magazines addressing the
general public
Almost nine thousand page-views of the HERCULES project website: http://hercules2020.eu/
with more than 4000 sessions and about 3500 unique visitors.

Additional dissemination activities to investors, potential customers, practitioners and to the general
public are described in deliverable D7.8, along with further information on fliers, roll-up banners, twitter
posts, and other initiatives.
This dissemination effort has been backed up with the open source strategy detailed in deliverable D6.4,
where multiple components of the HERCULES stack have been (or will be) made available to the general
public, fostering a wider impact of the project outcomes to the academic and industrial communities.
The considerable amount of dissemination activities conducted by the HERCULES partners during the
project lifetime were indeed useful to set the ground for opening up academic and industrial
collaborations, that will continue after the project.

Figure 27: participants to the HERCULES IAB meetings

Figure 28: the 2nd and 3rd edition of the F1/10 autonomous racing challenge co-organized by UNIMORE and CTU.
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Figure 29: some excerpts of HERCULES media coverage to the general public.

Task 7.4 Hercules Workshop Organization
In May 10th, 31 members among IAB and project partners assisted to the first workshop held in Venaria
Reale (TO), Italy, at MM’s official location to introduce to the IAB the results of the first Milestone. In the
first workshop, IAB members participated to a full-day meeting where the consortium presented the
Hercules vision and intermediate results. IAB members were asked to evaluate the ongoing work on
Hercules against their companies’ requirements, to ensure that the project results could be tuned along
the upcoming industrial needs.
IAB members were asked to give feedbacks in the following areas:
1. Strong/weak points of the HERCULES project;
2. List of products that may be improved using HERCULES technology;
3. Services expected from a HERCULES start-up.
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IAB members gave very useful feedbacks, that have been carefully taken care by the Consortium. The
complete description of feedbacks from IAB members is described in Deliverable D6.1. During the
following workshop in Prague (one year later), UNIMORE showed to the IAB all the actions taken to
address the points they raised.
In June 13th, the second Hercules workshop has been organized in Prague, hosted in the new modern CTU
building. 25 participants among IAB and partners contributed to the very fruitful meeting. After the
meeting, the IAB provided a list of questions and feedbacks that have been addressed by each responsible
partner. The list of the questions collected has been included in the D7.7.
In February 15th, the final HERCULES workshop has been organized in Modena. More the 100 invitation to
key Industrial players have been sent. The final workshop will be held within the Department of
Engineering Enzo Ferrari at the University of Modena and Reggio Emilia. Two dedicated areas have been
set up to host the demos that will presented. Together with the demos by the HERCULES partners, two
additional demos will be showcased by two companies that have been subcontracted as early adopters of
the HERCULES technologies to prototype potential new use cases: Bylogix srl and Lifetouch srl.

Statement on the use of resources
No deviation has been reported.
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3.

DELIVERABLES

List the deliverables (in which the partner has been involved) in this reporting period, as indicated in Annex I to the Grant Agreement:
Del. No.

Deliverable
name

Related
WP No.

Lead
beneficiary

Type

Dissemination
Level

D1.3

Integrated
Applications
Validation
Report
Final Board
Optimized
support for
predictability
in the
accelerator
programming
environment
Optimized
runtime for
parallel
heterogeneous
platforms
Real-time
Linux - final
Lightweight
RTOS final
Multi-OS

WP1

AGI

Demo

WP1

PIT

WP2
WP3

D1.4
D2.3
D3.3

D3.5

D4.2
D4.4

D4.5

Actual
Delivery
Date
2018.12.30

Status

Comments

CO

Delivery
date from
Annex I
2018.06.30

Submitted

Ok

Report

PU

2018.12.31

2019.01.30

Submitted

Ok

MM
ETHZ

Demo
Report

PU
PU

2016.06.30
2018.06.30

2016.08.19
2018.12.30

Submitted
Submitted

Ok
Ok

WP3

ETHZ

Demo

PU

2018.06.30

2018.12.30

Submitted

Ok

WP4

EVI

Demo

PU

2018.06.30

2018.12.30

Submitted

Ok

WP4

EVI

Demo

PU

2018.06.30

2018.12.30

Submitted

Ok

WP4

EVI

Demo

PU

2018.06.30

2018.12.30

Submitted

Ok
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D5.1

D5.2

D5.3

D6.2

D6.4
D7.4
D7.8

integration
and
Virtualization
Power-Aware
Scheduling
Algorithm
for Host
Scheduling
Algorithm for
Parallel
Accelerators
Integrated
Schedulability
Analysis
Final
exploitation
plan
Open source
results
Final Periodic
report
Final
dissemination
report

WP5

CTU

Report

PU

2017.12.31

2018.12.30

Submitted

Ok

WP5

CTU

Report

PU

2017.12.31

2018.12.30

Submitted

Ok

WP5

UNIMORE

Report

PU

2018.06.30

2018.12.30

Submitted

Ok

WP6

PIT

Report

PU

2018.12.31

2018.12.30

Submitted

Ok

WP6

EVI

Report

PU

2018.12.31

2018.12.30

Submitted

Ok

WP7

UNIMORE

Report

PU

2018.12.31

2019.01.30

Submitted

Ok

WP7

CTU

Report

PU

2018.12.31

2018.12.30

Resubmitted

Ok
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4.

MILESTONES

List the milestones (in which the partner has been involved) in this reporting period, as indicated in Annex I to the Grant Agreement:
Mil. No.

Milestone name

Related
WP(s) No.

MS3

Integrated
HERCULES
hardware/software
stack and
toolchain
Validation of the
HERCULES
approach

WP1, WP2, UNIMORE,
WP3, WP4, All partners
WP5

2018.06.30

WP1,WP2, UNIMORE,
WP3, WP4, All partners
WP5

2018.12.31

MS4

5.

Lead
beneficiary

Delivery
Means
date from verification
Annex I

D1.3;
D3.3;
D4.2;
D4.5;
D5.2;
D1.4:
D6.4;
D7.8

of Achieved

D2.3; Yes
D3.5;
D4.4;
D5.1;
D5.3;
D6.2; Yes
D7.4;

ETHICAL ISSUES

Not applicable.
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6.
6.1.

EXPLANATION OF DEVIATIONS (IF APPLICABLE)
Tasks

No major deviation has occurred after the approval of the amendment.
Most of the partners accounted only minor expenses under other direct costs. UNIMORE, PIT and EVI
accounted higher staff cost than planned. However, the total budget at consortium level is in line with the
planned budget.

6.2.

Use of resources

We hereafter report an estimation of the resources used. Some changes are possible before the deadline
to submit the final financial report (February 28th). Some higher direct cost is expected due to audit
expenses and to the participation/organization of the final review meeting in mid-February 2018.

Table 1 HERCULES I RP allocation of PMs

As can be observed from the Person Month allocation table, no major deviation has been observed.

Beneficiary

UNIMORE

CTU

ETHZ

EVI

PIT

Planned

Actual

%Spent

Budget
available

Personnel
Subcontract
Other
direct
cost

376.500,00 €
58.715,22 €

428.961,21 €
58.690,00 €

113,93%
99,96%

52.461,21 €
25,22 €

61.500,00 €

66.356,61 €

107,90%

4.856,61 €

Personnel
Subcontract

239.400,00 €
0,00 €

234.621,21 €
0,00 €

98,00%

4.778,79 €
0,00 €

Other direct

36.500,00 €

25.541,75 €

69,98%

10.958,25 €

Personnel
Subcontract

530.400,00 €
0,00 €

537.429,38 €
0,00 €

101,33%
0,00%

7.029,38 €
0,00 €

Other direct

37.000,00 €

16.778,16 €

45,35%

20.221,84 €

Personnell
Subcontract

374.000,00 €
0,00 €

405.515,14 €
0,00 €

108,43%
0,00%

31.515,14 €
0,00 €

Other direct

46.000,00 €

36.150,12 €

78,59%

9.849,88 €

Personnell
Subcontract

178.982,60 €
0,00 €

193.627,10 €
0,00 €

108,18%
0,00%

14.644,50 €
0,00 €

Other direct

28.000,00 €

18.141,01 €

64,79%

9.858,99 €
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AGI

MM

Personnel
Subcontract

239.400,00 €
0,00 €

226.890,00 €
0,00 €

94,77%

12.510,00 €
0,00 €

Other direct

38.250,00 €

13.281,00 €

34,72%

24.969,00 €

Personnel
Subcontract

319.000,00 €
0,00 €

324.178,23 €
0,00 €

101,62%
0,00%

5.178,23 €
0,00 €

Other direct

57.750,00 €

31.739,02 €

54,96%

26.010,98 €

Planned
Actual
2.257.682,60 €
2.351.222,27 €
58.715,22 €
58.690,00 €

104,14%

93.539,67 €
25,22 €

68,19%

97.012,33 €

Personnel
Subcontract
TOTAL

305.000,00 €

Other direct

207.987,67 €

Table 2 HERCULES I RP Allocation of resources
2,500,000.00 €
2,000,000.00 €
1,500,000.00 €
1,000,000.00 €

Planned

Actual

500,000.00 €
0.00 €
Personnell

Subcontract

Other direct

TOTAL
Table 3 HERCULES budget shares of accounted resources

Unforeseen subcontracting (if applicable)

6.3.

The expected subcontract contracts have been assigned. No unforeseen subcontract was requested during
this period.

6.3.1

Unforeseen contribution from third party against payment or free of charges (if
applicable)

Not required.
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