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GLOSSARY

Item

Description

ADAS

Advanced Driving Assistance System

CAN

Controller Area Network

CFF

Cognitive Fusion Framework

COTS

Commercial off-the-shelf

DBW

Drive By Wire

ECU

Electronic Control Unit

ETH

Ethernet

FOV

Field Of View

GPS

Global Positioning System

HMI

Human Machine Interface

IMU

Inertial Measurement Unit

LoS

Level Of Service

US

UltraSounds
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1

EXECUTIVE SUMMARY

The Hercules Project targets two industrial grade-applications as use-cases, namely one from the automotive
domain (ADAS software for automatic parking) and one from the avionics domain (visual object tracking
application based on online machine learning).
This deliverable contains the application requirements and meaningful performance metrics for the two use
cases, each one related to the specific domain.
This report analyses them, and identifies the main composing parts.
Each part is then characterized in terms of:
•
timing requirements and real-time constraints;
•
processing workload;
•
memory footprint, for both instruction and data;
•
power requirements;
•
required libraries (e.g., stdlib, boost lib for the C language, stdlibc++ for C++, etc.).
MM and PIT are responsible for performing this task on the automotive application, while AB is responsible for
the avionic one.
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2
2.1

INTRODUCTION
Objectives

As part of WP1, the objective of this report is the collection and characterization of the requirements of the two
applications/use cases addressed in the project – namely the automotive, and the avionic use-case. In this
document, we identify a set of requirements for each application. These requirements serve as the basis for
the validation and benchmarking phase performed during the project.
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3

AUTOMOTIVE USE CASE: AUTOMATIC PARKING

3.1

Actors

Here is the list of the actors involved in this Use Case, together with the main actions they have to perform in
the use case.

3.2

•

Ego vehicle
o drives till the parking space
o parks

•

Driver
o drives till the parking area
o orders the vehicle to park itself

•

Pedestrians
o can walk in the parking area
o can cross the road where the autonomous vehicle is driving

•

Other vehicles
o are parked in the parking area
o drive in the parking area

•

Parking Infrastructure (based on a WIFI server)
o provides parking space availability info
o provides parking area map
o assigns parking space
Description

Automatic Valet Parking is one of the most interesting use case in the automotive autonomous driving domain,
and it is likely to be one of the first to be really implemented in production. The advantage of this use case is
that it addresses an almost completely structured environment with agents driving at low speed, with obvious
safety advantages. Moreover, the drivers usually perceive the maneuvers involved as boring, so that they are
more willing to accept an automation of this task.
Since a common and unique definition of Valet Parking could not be found, we decided to address in the
project a case where pedestrians and other moving vehicles could be present in the driving area. This allows
the application to be sufficiently robust to consider not-completely-structured settings, moving beyond
conservative scenarios where Valet Parking is solely managed by the infrastructure and other agents
(vehicles, people, etc.) are prevented to enter the area. While these additional functionalities increase the
computational burden to be processed by the embedded platform, they allow the application to be more robust
to unforeseen agents entering the parking area, increasing the safety integrity level of the application.
3.3

Assumptions/environment

Because of the low speed and the light traffic situation, the location where the driver leaves the vehicle should
be located close to the Automated Valet Parking.
The parking area is an indoor or outdoor area explicitly designated and marked for parking vehicles. Markings
are not always present for lanes, but standardized marking of the area for the parking of vehicles exists.
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Figure 1: Use Case Scenario Example

In this scenario, we assume the following:
• There are not barriers on the track.
• Speed limit is 15 km/h.
• All vehicles are parked occupying only one parking space (i.e.: there are no vehicles placed over the
parking lines).
3.4

Pre-Conditions

Here are the conditions that shall hold true before this Use Case can be executed:
• The ego-vehicle positioning system shall be active and properly working.
• The ego-vehicle perception system shall be active and properly working.
• The ego-vehicle by-wire system shall be active and properly working.
• Parking map shall be available on the ego-vehicle.
• At least one parking space shall be available.
• The mobile application shall be working.
• The ego-vehicle communication system shall be active and properly working.

3.5

Post-Conditions
3.5.1 Success end condition
•

The vehicle is properly parked without any damages (on people or vehicles).
3.5.2 Failure end condition

•
•
•

The vehicle is unable to perform the parking maneuver.
The vehicle is parked with damages (on people or vehicles).
The vehicle damages people or vehicles.
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3.6

Operational Example
•
•
•
•

3.7

The driver reaches the parking area.
After the driver, passengers and cargo exit, the vehicle is ordered to park (e.g. through a mobile
application).
The vehicle starts to drive at 15 km/h automatically in order to find out the first parking space available
or a previously assigned one.
When the parking maneuver is completed, the vehicle:
o Switches off the engine.
o Sends a message to the mobile application “parking done”.
o Switches off all the ECUs.
Sensor set

The vehicle will be equipped with a series of sensors appropriately installed and fully integrated in order to
ensure a complete coverage of its near surroundings to fully cover all parking purposes:
6 x stereo cameras:
o 2 x SC for long range (up to 40m).
o 4 x SC for short range (up to 6m).
4 x laser-scanner sensors:
o 4 x LS with 180° FOV.
10 x ultrasounds sensors:
o 6 x front US.
o 4 x rear US.
Positioning modules:
o 2 x GPS antennae.
o 1 x inertial measurement unit (IMU) platform.
Communication modules:
o 1 x 3G/V2X antenna + 3G/V2X modules.
o 1 x DbW remote emergency stop system (2.4/2.5 GHz).
o 1 x 2.4/2.5 GHz antenna.
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An overview of the preliminary sensors placement is shown in Figure 1 below.

Figure 2. Overview of sensors and components.

In order to perform the autonomous driving functions, the following additional systems and components are
needed:
•
•
•
•
•
•
•

Stereo Processing Unit (for stereo cameras data processing).
Communication Unit (for GPS/GPRS and V2X data processing).
Laser-scanner Processing Unit (for laser-scanners data processing).
Ultrasonic Processing Unit (for US data processing).
Power Distribution Unit (for powering on/off systems and functions).
HMI Unit.
Other components (monitors, power inverter, Ethernet switches, etc..).
Page 10
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•

Central Virtual Driver ECU (focus of the project).

A preliminary schematic of vehicle architecture and sensor connections is reported in Figure 2 below:

Figure 3. Overview of vehicle architecture and sensor connections.
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3.8

Hercules Application High Level Architecture

The image below shows a high-level view of the software architecture for the Valet Parking use case. Each
block represents a software application running under real-time constraints on top of an existing vehicle
system architecture. The Colour Table below explains how the single subsystem could be addressed in terms
of real-time constraints and/or parallel coding architecture.

Figure 4: High level system & software architecture

Colour Table:
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Figure 5 shows a possible deployment of the various subsystems over the cores of the target hardware
architecture implemented in the Hercules SW stack. Figure 6 summarizes the main components of the
Automated Vehicle software architecture, i.e., the Cognitive Fusion framework.

Figure 5: Possible deployment of software subsystems

Figure 6: Cognitive Fusion Framework
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3.9

Hercules Application Requirements table

Requirement ID

Requirement description

R_AUUC_1

The navigation latency (expressed as worst case execution time of the chain from the
input of a sensor to the actuation related) shall be max 500 ms

R_AUUC_2

The navigation to maneuver latency (timing interval between the parking space
detected and the vehicle start the parking maneuver) shall be max 3 sec

R_AUUC_3

The functional performance evaluation shall provide lateral error below 25 cm

R_AUUC_4

Obstacles (pedestrian and “part” of pedestrian) shall be detected at a minimum
distance of 2 m

R_AUUC_5

The HERCULES platform shall provide precedence constraint as described in Table 1

R_AUUC_6

The HERCULES platform shall provide concurrency constraint as described in Table 1

R_AUUC_7

The HERCULES platform shall provide real-time constraint as described in Table 1

R_AUUC_8

The HERCULES platform shall provide memory support as described in Table 1

R_AUUC_9

The HERCULES platform shall provide libraries support as described in Table 1
Table 1: Requirement table
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Precedence
ADAS Sensors IF
Vehicle Server

• Sensors up and running
• Web server up and running

Concurrency
The Sensors Interface computes their outputs with a single function
o The function is event triggered

Real Time
Soft real-time

• The vehicle server is made by one single function that is event triggered.

Not real-time

• The web server is a demon that creates sub-processes
• The two functions should run concurrently
• The two functions should be event triggered

Not real-time

WEB Server

• Internet connection

Positioning Interface

• Positioning platform up and running

CFF - Sensor Fusion

• ADAS Sensors IF
• Positioning Interface

o The SensorFusion function is scheduled every 50 ms

Soft real-time

CFF - Data Fusion

• Map Manager
• Sensor Fusion

• The SensorMapsFusion function is scheduled every 200 ms
• The MapsFusion function is scheduled every 100 ms
• The BehaviorPrediction function is scheduled every 100 ms
• The SituationAwareness function is scheduled every 100 ms
• The functions do not run concurrently and are ordered in terms of
dependency (i.e. MapsFusion needs SensorMapsFusion output, …)

Soft real-time

CFF - Decision Engine

• Map Manager
• Data Fusion
• System Status Monitor
• Vehicle Server up and running

• The DecisionMaker function is scheduled every 50 ms
• The ActionPlanner function is scheduled every 50 ms
• The Planner function is scheduled every 100 ms
• The functions do not run concurrently and are ordered in terms of
dependency (i.e. ActionPlanner needs DecisionMaker output, …)

Soft real-time

CFF - Map Manager

• Positioning Interface

CFF - Safety Manager

NA
• Vehicle CAN up and running
• Drive-by-Wire CAN up and running
• Decision Engine
• Map Manager
• System Status Monitor
• Vehicle CAN up and running
• Drive-by-Wire CAN up and running
• Vehicle Control
• System Status Monitor

Vehicle Control

Drive-by-Wire Interface

Health Check Module

none

System Status Monitor

none

Soft real-time

• The map handler function is scheduled every 100 ms.
• The positioning handler function is scheduled every 10 ms.
• The two function can run concurrently
Soft real-time
• The positioning handler function needs some of the data produced by the
map handler one.
RunSM_VSMSupervisor function runs at 50 ms.
Hard real-time
• Is made by only one function.
o The function is triggered every 40 ms
o Function ONE is triggered every 40 ms.
o Function TWO is triggered every 100 ms.
o The two functions do not run concurrently and are ordered in terms of
dependency.
o HealthCheck function is triggered every 100 ms
o HealthInfo function is triggered every 100 ms
o The two function should run concurrently and do not have any
dependency from each other.
o StatusManager function is triggered every 100 ms
o HealthInfo function is triggered every 100 ms
o The two function should run concurrently and do not have any
dependency from each other.

Hard real-time

Hard real-time

Hard real-time

Hard real-time

Table 2: Requirements summary (precedence, concurrency, real-time)
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ADAS Sensors IF
Vehicle Server
WEB Server
Positioning Interface
CFF - Sensor Fusion
CFF - Data Fusion
CFF - Decision Engine
CFF - Map Manager
CFF - Safety Manager
Vehicle Control
Drive-by-Wire Interface
Health Check Module
System Status Monitor

Memory
• Heap 0
• Stack 64 KB
• Heap 3292 KB
• Stack 64 KB
• Heap 3292 KB
• Stack 64 KB
• Heap 3292 KB
• Stack 16 KB
• Heap 0 bytes
• Stack 2 MB
• Heap 0 bytes
• Stack 2 MB
• Heap 0 bytes
• Stack 2 MB
• Heap 0 bytes
• Stack 56 KB
• Heap 0 bytes
• Stack 1.5 MB
• Heap 0 bytes
• Stack 16 KB
• Heap 0 bytes
• Stack 12 KB
• Heap 0 bytes
• Stack ~16 KB
• Heap 0 bytes
• Stack 12 KB

Libraries
none
• jason-c
none
• C++11 standard library
• C++11 standard library
• C++11 standard library, Eigen, YAML,
DLT
• C++11 standard library, Eigen, YAML,
DLT
• C++11 standard library
none
none
none
none
none

Table 3: Requirements summary (memory, libraries)

3.10 Application Requirements
This section describes the software submodules of the Automated Parking application.
The modules described are the ones needed in order to manage autonomy on top of a standard vehicle
architecture. These modules are hosted on a central unit and have access to the needed sensors and
actuators. Those sensors provide an external source of precise positioning, with data coming from the sensors
defined in the architecture. The actuators are by-wire actuators (throttle, brake, steer, transmission).
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3.10.1 Positioning Interface
The Positioning System Interface is an application that enables interfacing with the vehicle positioning
platform. The application, connected to the positioning platform via Ethernet channel, performs a specific
initialization routine that sends a specific set of protocol message commands. These protocol message
commands are sent over TCP. Figure 9 below provides a sequence diagram of the messages exchanged.

Figure 7: Positioning Platform initialization

After the initialization routines, a configuration procedure allows subscribing to the requested signals.
Finally, as soon as new data is available from the positioning platform, the Positioning Interface roto-translates
the acceleration’s information in order to set the reference to the middle point of the vehicle’s rear axle and
sends the following messages to the CFF.
typedef struct
{
UInt32 crc;
Dt_UINT64_1_0_Timestamp timestamp;
UInt8 source_id;
Float left_speed;
Float right_speed;
UInt32 odometer;
} Dt_RECORD_Odometer;
typedef struct
{
UInt32 crc;
Dt_UINT64_1_0_Timestamp timestamp;
UInt8 source_id;
Dt_RECORD_GlobalPose global_pose;
Dt_RECORD_BodyMovement body_movement;
} Dt_RECORD_GlobalVehicleState;
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3.10.1.1 Design constraints
Precedence constraints:
• Positioning platform up and running.
Concurrency and real time constraints:
• Besides the health check function, the Positioning Interface computes its output with two different
functions.
o The two functions can run concurrently.
o The two functions are event triggered.
• The application has soft real-time constraints.
Memory footprint:
• Size of the instructions: 215455 B.
• Heap ~3292 KB ().
• Stack 24 KB.
Execution time
• Mean 0.08 ms.
• Max 6.369 ms.
Required libraries:
• C++11 standard library.
3.10.2 Cognitive Fusion Framework (CFF)
The Cognitive Fusion Framework is a collection of modules that interact with external applications through a
defined protocol and cooperate to perform data fusion and decision tasks.
•
•

Size of the instructions: 15,8 MB.
Stack size: 20 KB.

3.10.2.1 Sensor Fusion
The Sensor Fusion module collects data from sensors and integrates all of them in a unique and compact
representation of the overall surroundings of the vehicle. Sensor Fusion output is used by the Data Fusion
module to merge the representation of the surroundings with a map, and to provide information to the
Pedestrian Detection Module. For instance, measurements coming from laser scanners can be deployed as a
direct information to decide whether a physical object is in the environment or not, thus eliminating false
positives coming from the Pedestrian Detection module. Moreover, laser scanner measurements help
augmenting the overall safety for the pedestrians and the vehicle itself by revealing false negatives.
3.10.2.1.1 Design constraints
Precedence constraints:
• ADAS Sensors Interface ready and working.
• Positioning Interface.
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Concurrency and real time constraints:
• Besides the health check function, the Sensor Fusion is made by one function.
o The sensor fusion function is scheduled every 50 ms.
• The application has soft real-time constraints.
Memory footprint:
• Heap 0 bytes.
• Stack 2 MB.
Required libraries:
• C++11 standard library.
.
3.10.2.2 Map Manager
The Map Manager module receives the data produced by the Positioning Interface, handles the autonomous
driving map and performs the following tasks:
• Accesses the map.
• Executes map matching.
• Manages incomplete map.
• Computes the metric origin.
• Computes the current road segment.
• Computes the local position of the vehicle.
• Converts WGS84 coordinates to metric system.
The module outputs the following messages.
typedef struct
{
UInt32 crc;
Dt_UINT64_1_0_Timestamp timestamp;
UInt8 source_id;
Dt_RECORD_Current current;
Dt_RECORD_LocalPose local_pose;
Dt_RECORD_BodyMovement body_movement;
} Dt_RECORD_LocalVehicleState;
typedef struct
{
UInt32 crc;
Dt_UINT64_1_0_Timestamp timestamp;
UInt8 source_id;
UInt8 id;
Dt_RECORD_ArrayRoads roads;
Dt_RECORD_ArrayJunctions junctions;
Dt_RECORD_ArrayBoundaries boundaries;
} Dt_RECORD_Map;
typedef struct
{
UInt8 map_id;
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UInt32 road_id;
UInt8 lane_index;
UInt8 matching_quality;
Float position_mismatch;
} Dt_RECORD_Current;

3.10.2.2.1 Design constraints
Precedence constraints:
• Positioning Interface.
Concurrency and real time constraints:
• Besides the health check function the Map Manager is made by two functions.
o The map handler function is scheduled every 100 ms.
o The positioning handler function is scheduled every 10 ms.
o The two functions can run concurrently.
o The positioning handler function needs some of the data produced by the map handler.
• The application has soft real-time constraints.
Memory footprint:
• Heap 0 bytes.
• Stack ~56 KB.
Required libraries:
• C++11 standard library.
3.10.2.3 Data Fusion
The Data Fusion module receives the Map Manager and Sensor Fusion outputs and creates an accurate
description of the environment surrounding the autonomous vehicle. To perform this task, the module includes
algorithms for:
• Parking space occupancy detection.
• Behavioural prediction (i.e., identification of the behaviour of the actors in the vehicle surroundings).
• Context awareness (i.e., semantically improve the scene interpretation).
• A-priori map (obtained by the Map Manager) and sensors map data fusion.
The module outputs the following message.

typedef struct
{
UInt32 crc;
Dt_UINT64_1_0_Timestamp timestamp;
UInt8 source_id;
UInt8 id;
Dt_RECORD_ArrayRoads roads;
Dt_RECORD_ArrayJunctions junctions;
Dt_RECORD_ArrayBoundaries boundaries;
Dt_RECORD_Obstacles obstacles;
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Dt_ARRAY7_RECORD_ArrayObstacleIndex_Associations
associations; // In reference to the current lane.
} Dt_RECORD_Environment;
3.10.2.3.1 Design constraints
Precedence constraints:
• Map Manager.
• Sensor Fusion.
Concurrency and Real time constraints:
• Besides the health check function, the Data Fusion is made by four functions.
o The SensorMapsFusion function is scheduled every 100 ms.
o The MapsFusion function is scheduled every 200 ms.
o The BehaviorPrediction function is scheduled every 100 ms.
o The SituationAwareness function is scheduled every 100 ms.
• The functions do not run concurrently and are ordered in terms of dependency (i.e. MapsFusion needs
SensorMapsFusion output, etc.).
• The application has soft real-time constraints.
Memory footprint:
• Heap 0 bytes.
• Stack ~2 MB.
Required libraries:
• C++11 standard library, Eigen, YAML, DLT.
3.10.2.4 Decision Engine
The Decision Engine module receives the Data Fusion output and evaluates the possible maneuvers the
autonomous vehicle can afford, assesses the risks and, finally, choses the action to perform along with the
associated geometric realization (planning).
The final output of this module is the following message.
typedef struct
{
UInt32 crc;
Dt_UINT64_1_0_Timestamp timestamp;
UInt8 source_id;
UInt8 reference_position_id;
Dt_ARRAY10_FLOAT x_preview;
Dt_ARRAY10_FLOAT y_preview;
Dt_ARRAY10_FLOAT z_preview;
Dt_ARRAY10_FLOAT curvature_preview;
Dt_ARRAY10_FLOAT yaw_preview;
Float forward_speed_preview;
Float forward_acceleration_preview;
Boolean output_invalid;
} Dt_RECORD_TrajectoryProfile;
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3.10.2.4.1Design constraints
Precedence constraints:
• Map Manager.
• Data Fusion.
• System Status Monitor.
• Vehicle Server up and running.
Concurrency and Real time constraints:
• Besides the health check function, the Data Fusion is made by three functions.
o The DecisionMaker function is scheduled every 50 ms.
o The ActionPlanner function is scheduled every 50 ms.
o The Planner function is scheduled every 100 ms.
o The functions do not run concurrently and are ordered in terms of dependency (i.e.,
ActionPlanner needs DecisionMaker output, etc.).
• The application has soft real-time constraints.
Memory footprint:
• Heap 0 bytes.
• Stack ~2 MB.
Required libraries:
• C++11 standard library, Eigen, YAML, DLT.
3.10.2.5 Safety Manager
The safety manager module is in charge of guaranteeing CFF’s functionality in a safe way.
3.10.2.5.1 Design constraints
Precedence constraints:
• NA
Concurrency and Real time constraints:
• Besides the health check function, the Safety Manager is made by a number of functions still to be
defined (it primarily depends of functional safety requirements).
• The application has soft real-time constraints.
Memory footprint:
• Heap 0 bytes.
• Stack ~1.5 MB.
Required libraries:
• none
3.10.3 Vehicle Control
The Vehicle Control algorithm is a routine that commands the steering wheel, the lever, the gas and brake
pedal positions to track a reference path provided by the CFF’s Decision module. In order to achieve this task,
the vehicle control algorithm has to consider the vehicle state provided by the CFF’s Map Manager module.
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The vehicle control algorithm is split into two modules that govern the lateral and longitudinal dynamics and
outputs the following message.
typedef struct
{
UInt32 crc;
Dt_UINT64_1_0_Timestamp timestamp;
UInt8 source_id;
Float steering_wheel_angle;
Float gas_pedal_position;
Float brake_pedal_position;
Boolean parking_brake;
Dt_ENUM_ByWireLeverPosition lever_position;
Boolean manual_mode;
} Dt_RECORD_XByWire;
3.10.3.1 Design constraints
Precedence constraints:
• Vehicle CAN up and running.
• Drive-by-Wire CAN up and running.
• Decision Engine.
• Map Manager.
• System Status Monitor.
Concurrency and Real time constraints:
• Besides the health check function, the Vehicle Control is made by only one function.
o The function is triggered every 20 ms.
• The application has hard real-time constraints.
Memory footprint:
• Heap 0 bytes.
• Stack ~16 KB.
Required libraries:
• None.

3.10.4 Drive-by-Wire Interface
The Drive-by-Wire Interface is the application that implements the logic and physically interacts with the
vehicle’s Drive-by-Wire System.
The DbW Software Module is composed of:
• An initialization routine.
• Drive-by-Wire system calibration procedure.
• Sending CAN messages to the DbW System according to the received Dt_RECORD_XByWire
message from the Vehicle Control application.
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3.10.4.1 Design constraints
Precedence constraints:
• Vehicle CAN up and running.
• Drive-by-Wire CAN up and running.
• Vehicle Control.
• System Status Monitor.
Concurrency and Real time constraints:
• Besides the health check function, the Drive-by-Wire Interface is made by two functions.
o One function is triggered every 40 ms.
o One function is triggered every 100 ms.
o The two functions do not run concurrently and are ordered in terms of dependency.
• The application has hard real-time constraints.
Memory footprint:
• Heap 0 bytes.
• Stack ~12 KB.
Required libraries:
• None.
3.10.5 Health Check Module
The Health Check Module is the application in charge of collecting all the unit information (temperature, CPU
loads and applications status of all the HW and SW involved in the automated driving functionalities) in order
to elaborate them and compute a Level of Service.
3.10.5.1 Design constraints
Precedence constraints:
• None.
Concurrency and Real time constraints:
• The Health Check Module is made by two functions.
o HealthCheck is triggered every 100 ms.
o HealthInfo is triggered every 100 ms.
o The two functions can run concurrently and do not have any dependency from each other.
• The application has soft real-time constraints.
Memory footprint:
• Size of the instructions: 1140662 B.
• Heap 0 bytes.
• Stack ~16 KB.
Required libraries:
• None.
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3.10.6 System Status Monitor
The System Status monitor is the application that establishes the Level Of Service. The LoS is computed
based on information collected by each HW/SW module involved in the automated driving functionality and
represents the current level of automated driving capability that the vehicle could offer based on the whole
status.
3.10.6.1 Design constraints
Precedence constraints:
• None.
Concurrency and Real time constraints:
• The System Status Monitor is made by two functions.
o StatusManager is triggered every 100 ms.
o HealthInfo is triggered every 100 ms.
o The two functions can run concurrently and do not have any dependency from each other.
• The application has soft real-time constraints.
Memory footprint:
• Size of the instructions: 1598707 B.
• Heap 0 bytes.
• Stack ~12 KB.
Required libraries:
• None.

3.10.7 Pedestrian Detection and Classification
3.10.7.1 Introduction
Pedestrian detection by means of Computer Vision has been a challenging task over decades, as it requires a
high computational power to detect and track multiple people over consecutive, real-scene images.
Moreover, traditional implementations rely on non-parallel, general-purpose computing platforms, and cannot
meet the energy budgets which will be available in future cars (few Watts).
The Pedestrian Detector introduced herein is divided into three main stages, namely, Detection Stage, Part
Verification Stage, and Tracking Stage. The Detection Stage has been previously trained with an Automotive
data set, and is introduced to detect as many human shapes candidates as possible. Part Verification Stage
serves as a refinement of the Detection Stage output, in order to filter out outliers and give the subsequent
Tracking stage good shapes to track. The following figure shows the flow-chart of the algorithm.
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Figure 8. Flow chart of the Pedestrian Detection algorithm

The table below briefly describes the objective of each filter, with pros and cons of each of them. The algorithm
introduced herein is partly derived from [Prioletti et al., 2013]. Since the algorithm is modular, the three main
modules can be replaced with others that could be delivered by the scientific community and demonstrate
better performances, thus providing a better pedestrian detection technology.
HAAR
(Detection)

Cascade

HOG (Part Verification)

Tracking

Objective

Real-time, very fast locate
of human shapes

Precisely refine shapes
from
Haar
cascade
detector

Continuous tracking even
in case of occlusions

Pros

Real-time, identifies most
shapes

Very accurate

Mixture of techniques
(SIFT-based, optical flow,
etc.) for robustness

Cons

Poor accuracy, detects
many false positives

Cons:
computationally
intensive, low speed (used
on small portions)

May be computationally
intensive

The architecture of the Pedestrian Detector introduced in HERCULES was previously developed within a EUfunded regional programme (Bando Unico di Ricerca e Sviluppo Regione Toscana 2012). The project
LOGISTICA SICURA aimed at improving the safety in port areas between people moving on the ground and
heavy machine moving containers, by the use of an artificial vision system capable of identifying pedestrians
and alert the driver in case of danger.
The Pedestrian Detector was developed as a prototype system, with no specific target of efficiency or power
consumption, and it reached Technology Readiness Level 6. It ran on a Tattile M100 GigE industrial PC, with
Intel Core i7 2.1GhZ 4 core processor, and Windows Embedded Standard on board. Up to 6 cameras were
simultaneously connected to the PC. Under typical conditions, i.e., 3 cameras, 640x480 video streaming at a
frequency around 10Hz, the CPU was 100% loaded. The parallelized version of the Pedestrian Detector
developed in HERCULES could bring to much better results, both for computation efficiency and power
consumption.
The main purpose of the Pedestrian Detector on the HERCULES project is to load as much as possible the
hardware platform to demonstrate HERCULES results, without any particular assumption or goal on the
detection rate.
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3.10.7.2 Datasets
Many datasets for training pedestrian detection systems are today public and available. Among them, data
sets from Massachusetts Institute of Technology [Papageorgiou et al., 2000] and INRIA [Dalal et al., 2005] are
very popular because they were among the first ones to be released. In the last years, other datasets have
been introduced to extend the information from the formers. Datasets from ETH [Ess et al., 2007], TUDBrussels [Wojek et al., 2009], Caltech [Dollar et al., 2009], and Daimler Detection Benchmark (DaimlerDB)
[Enzweiler et al., 2009] are the best known. Main characteristics of widely known datasets are shown in the
table below.

Table 4: Most known datasets for pedestrian recognition

In particular, the system to be deployed in HERCULES has been trained with Daimler dataset, since it is a
much larger data set created with focus on in-car detection systems.
3.10.7.3 Detection
Many algorithms for feature recognition and machine learning have been adapted from the scientific
community for the pedestrian detection. Some typical options include the use of Adaboost applied to Haar-like
features, or a combination of Histogram of Oriented Gradients (HOG) and Support Vector Machines (SVM)
[Dalal et al., 2005], allowing a good improvement in the pedestrian recognition, at the expense of
computational speed.
The cascade classifier based on Haar-like feature is a very fast algorithm for pedestrian detection. Haar-like
features were introduced by Viola e Jones [Viola et al., 2001], by making use of Haar wavelets.
The disadvantage of this approach is the use of the precise position of the person, which effectively makes the
detection less robust.
The images acquired from the camera are first converted to gray levels, and a detection stage based on Haarcascade is used. At the end of the Detection Stage with Haar cascade, usually many false positives are
present, while the number of false negatives is very limited or absent.
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Figure 9. Bounding box revealed by Haar cascade in a real scenario

The figure above shows a typical output of Haar cascade, where pedestrians are found as well as many
outliers.
3.10.7.4 Part Verification
Each bounding box detected by Haar is sent and reprocessed via HOG to filter out outliers. HOG is applied
only to portions of the image that are identified as possible pedestrians by the previous detection stage.
The combination of Detection and Part Verification with Haar / HOG procedure allows a considerable increase
in the positive detection rate within a reasonable computational effort.
The HOG filter is designed to search for three different types of human parts within the boundaries identified
by Haar cascade:
1. Total body, for the detection of the body as a whole.
2. Upper body, for the detection of the upper body.
3. Lower body, for the detection of the lower part of the body.

The designed algorithm is able to perform the combined verification of portions of the body.

Figure 10. Bounding boxes and distance estimation after HOG processing
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3.10.7.5 Tracking
Tracking stage is usually integrated within Pedestrian Detection system to increase the number of true
positives thanks to a higher detection stability in case of occlusion, decreasing the number of false positives as
only stable detections will be considered as pedestrians.
Many kinds of tracking systems can be adopted for this purpose, from optical flow to feature-based trackers.
Some of them will be tested during the project, and the most promising one will be parallelized and deployed
on the MM self-driving car.
3.10.7.6 Design constraint
Precedence constraints: Availability of ADAS information from ADAS Sensor Interface.
Concurrency and Real time constraints:
• the Pedestrian Detector is made by three functions.
o The Detection Stage function is scheduled every 50ms.
o The Part Verification Stage function is scheduled every 50ms.
o The Tracking Stage function is scheduled every 20ms.
o The functions do not run concurrently and are ordered in terms of dependency (i.e. Tracking
needs Part Verification output, Part Verification needs Detection).
• The application has soft real-time constraints.
Required libraries:
• C++11 standard library, OPENCV libraries.
3.11 Performance characterization
The following performance metrics have been identified to characterize each functional module composing the
application:
• CPU usage [percentage].
• RAM usage (Memory in kB).
• Execution time (wall clock time, user-cpu time, system-cpu time).
• Latency [milliseconds from the input to the output as worst case execution time].
• Process synchronization (with Path Planner).
Two methods have been identified to estimate the energy consumption of each application:
• By using a software-based power usage monitoring tool (i.e. POWERTOP, POWERSTAT,..).
• By using a hardware-based method (i.e. watt-meter connected within power supply).

Page 29

☐☐HERCULES:
High-Performance Real-time Architectures for Low-Power
Embedded Systems

4
4.1

AVIONIC USE CASE
Definition of application

The avionic use case within WP1 is motivated by the fact that many airplanes already contain a significant
number of cameras to provide situation- and context-awareness on the ground or in the air. This number of
cameras is expected to significantly increase over the next years, closely following a trend already observable
in the automotive industry over the last years. Besides the possibility to directly make the video streams of
these cameras available to pilots or the crew during airplane operations, higher levels of automation can be
achieved by making use of computer vision technologies that automatically extract meaningful information
from these video streams. While many use cases of computer vision are already established in various
industrial branches since many years, some computer vision functions have only recently started to
demonstrate their true capabilities due to huge progress achieved in the field of machine learning. Machine
learning thus has developed to one of the key enablers of advanced computer vision. The execution of
machine learning algorithms, on the other hand, generally places rather high requirements on the performance
of computing architectures. This holds especially true if so called “online learning” is required. That is the case
when the machine learning process has to take place during the operation of the computer vision system –
and not as an “offline learning” process which can be done during the development of the computer vision
system.
To impose demanding requirements on the HERCULES platform, the avionic application use case was
selected to implement a computer vision function based on online machine learning, in the form of an object
tracking application.
The avionic application use case is defined as a visual object tracking application
based on online machine learning
4.2

Rationale of application with respect to requirements

While object tracking is a relevant computer vision application by its own, the rationale behind this selection is
that it is ideally suited to simultaneously impose quantifiable and demanding requirements on the HERCULES
platform. The object tracking application imposes:
• demanding computational requirements.
– due to the use of “online” machine learning (i.e., during operation).
• quantifiable real-time requirements.
– due to the need to process video streams at a given typical frame-rate.
• quantifiable functional performance requirements.
– due to the existence of standard academic performance benchmarks in object tracking.
• quantifiable requirements on the power consumption.
– due to the existence of some commercial tracking products usable as reference.
4.3

Basics characteristics of object tracking

In the following, we give a basic description of the object tracking function to be implemented as use-case for
the HERCULES platform. Object tracking is the process of locating a moving object from frame-to-frame in a
video sequence. Object tracking functions typically have an initialization phase followed by the actual tracking
phase.
In the initialization phase, an image of a video stream is received from the camera and the object to be tracked
is initialized. The initialization is done by providing the geometric position of the object to be tracked inside the
image. This position is typically represented by the position and size of a rectangle {x,y,w,h} inside the image.
Here {x,y} is the central point of the rectangle and {w,h} is its width and height, respectively (numbers given in
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pixel). The initial position of the object to be tracked can be determined either by an operator, or automatically
by means of other computer vision functions like motion detection or object recognition.
In the tracking phase, a new image of the video stream is received and the task of the tracking algorithm is to
estimate the new location of the tracked object inside the given image. Typically, the location information is
provided together with some confidence measure for the detection (sometimes called “detection score”) which
helps indicating whether the track has potentially been lost by the tracker (i.e., indicated by a score of zero).
Depending on the particular tracking algorithm used, additional information like updated object sizes {w,h} or
changed rotation angles α may be returned as output. The detection step is repeated from frame to frame as
long as no re-initialization is requested. Both phases are symbolically shown in the Figure 11 for the exemplary
tracking of a person.

Figure 11: Initialization and tracking phase of object tracking

4.4

Basics characteristics of machine learning for object tracking

As a “machine learning approach” for object tracking, we hereafter detail the algorithmic methodologies which
make use of positive and negative training examples in the broadest sense defined in supervised machine
learning. Such training examples (known as feature vectors) are used to “learn” an object representation in the
form of a classifier that is used to detect the object in successive images of the video stream. Positive training
examples are understood as all information (features) extracted from the object to be tracked, while negative
training examples are information (features) extracted from the surrounding background of the tracked object.
The negative training examples therefore represent parts of the image not to be confused with the tracked
object.

Figure 12: Symbolic representation of positive training examples (object to be tracked) and negative training examples
(background not to be confused with tracked object). For simplicity, only a few negative training examples are shown.

We furthermore like to understand the term “online machine learning” in the sense that positive and negative
training examples are continuously used to update the learned object representation (the trained classifier)
during tracking. Online learning intends to continuously learn potential appearance changes of the tracked
object as well as of its background.
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Figure 13: Symbolic representation of online learning.

Appearance changes of the tracked object are e.g. generated by object deformations, perspective changes, or
illumination changes. The training of appearance changes of the background is of importance in cases where
objects of similar appearance are in the vicinity of the object to be tracked. In such a case, the learned
representation of the object to be tracked (the trained classifier) puts more emphasis on the remaining
differences between the object and its background.
4.5

Basics processing modules of object tracking

During the tracking phase, in which an already learned representation of the object (the trained classifier)
exists, the actual processing can be divided into 3 computational modules: translation estimation, rotation &
scale estimation and training. In the following, the term scale can be understood as the objects size {w,h}
inside the image. The actual processing can start after the image is accessible in memory after a video
capture from the camera.

Figure 14: Basic processing modules of object tracking during the tracking phase.

In the first module, the translation estimation module, the classifier trained on the previous image is used to
estimate the new object position {x,y} inside the image. This is done by classifying pixel positions inside the
image into the two classes “is object” or “is background”. Depending on a logic applied to the classifier scores
(which are a measure of the confidence of the class assignments), a new object position is assigned as {x,y}
or the object track is assigned to be lost.
In the second module - which is optional - potential changes of the objects rotation angle (rotation in the image
plane around {x,y}) and potential scale changes (changes in width w and height h, keeping the aspect ratio)
are estimated. The output of this module is an updated width, height and angle, {w, h, α}. In more general
approaches, this module is merged with the translation estimation module, to provide a simultaneous
estimation of all degrees of freedom (translation, rotation and scale) under consideration. This solution is not
employed in the HERCULES project for reasons of computational efficiency.
The third module contains the actual machine learning part. Knowing the new position, rotation and scale
information of the tracked object, its appearance is used to define a new positive training example - in the
sense discussed above. Moreover, since the exact position of the object is known, the positions of the
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background surrounding the object is also known and can be used to define negative training examples. The
actual machine learning process uses these training examples (together with the information achieved from
previous frames) to train a new classifier to be applied to the next image.
4.6

Application Requirements
4.6.1 Real-time requirements

Soft real-time requirements of the tracking application are defined by the typical frame-rates (number of image
frames per second) provided by the camera systems. A typical frame rate, as defined e.g. by the PAL
standard, is 25 Hz, corresponding to a 40ms time-slot from frame to frame. It has to be noted that, typically,
this time-slot cannot be fully absorbed by the processing of the object tracker due to the necessary transfer of
image data from the camera to the processing memory (video capturing). Since video capturing and camera
interfacing aspects are not in the focus of the HERCULES platform, we prefer to define the real-time
requirements by the pure processing (execution) time for the tracking modules defined above. This time shall
be measured from the point in time at which the full image is accessible inside the memory of the HERCULES
platform (t0) to the point in time at which the location information of the tracking phase is available and a new
classifier is trained (t1). We require the time difference (t1-t0) to be smaller or equal to 40ms on average for an
image size of at least 640x480 pixel.

Figure 15: Definition of real-time requirement as maximum average processing time.

Given this number, additional computational performance requirements, like computational throughput e.g. in
terms of floating-point operations per second are not required to be formulated. A corresponding target framerate of 20-25 frames per second is assumed to be sufficient for i) a smooth visual representation of a video
stream to the human eye and ii) to keep the frame-to-frame location changes of tracked objects low enough for
efficient processing, given the rather low object dynamic of a typical surveillance scene.
The per-frame processing time of the HERCULES tracking application shall not
exceed 40ms on average for an image size of at least 640x480 pixel.
In addition to the required average processing time, we define a worst-case execution time:
The per-frame worst-case processing time of the HERCULES tracking application
shall not exceed 50ms for an image size of at least 640x480 pixel.
4.6.2 Functional performance requirements
Real-time requirements as formulated above can usually simply complied with by simplifying or approximating
necessary algorithmic processing steps. While the reduction of algorithmic complexity is in general a desirable
goal, it must not be at the cost of required functional performance figures. We therefore have to
counterbalance the real-time requirements with those on the achievable quality and robustness of the object
tracking function itself. We propose to compare the functional performance of the HERCULES tracking
application with the published performance achieved on a standardized academic tracking benchmark
datasets. As a reference, we select the popular tracking benchmark published in [Wu et al 2013]. This
Page 33

☐☐HERCULES:
High-Performance Real-time Architectures for Low-Power
Embedded Systems
benchmark is based on 50 different ground-truth annotated video sequences, and it contains evaluation results
for 29 different tracking approaches on these sequences.

Figure 16: Example tracking sequences for evaluation from [Wu et al 2013]

As described in [Wu et al 2013], the evaluation results of the trackers are summarized in precision and
success plots evaluated in three different schemes, called OPE, SRE and TRE.
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Figure 17: Performance benchmark results of the top 10 performing trackers from [Wu et al 2013].

Figure 17 20 shows the relevant evaluation results for the top 10 performing trackers in the benchmark. In
general, higher curves correspond to a better tracking performance. Further details on the performance
benchmark evaluation scheme can be found in [Wu et al 2013].
As functional performance requirement for the HERCULES tracking application, we require that the
HERCULES tracker shall provide performance figures above the tracker ranked position 10 for all 6
benchmark results shown in Figure 17. This shall be assumed to be achieved if the average success or
precision value of the HERCULES tracker is above the corresponding average values taken from the
brackets in Figure 17.
These numbers are summarized in
Table 5 and serve to define the functional performance requirements of the HERCULES object tracking
application.
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Evaluation scheme
Success

Precision

OPE
SRE
TRE
OPE
SRE
TRE

Minimum required average
success or precision value
0.389
0.359
0.438
0.509
0.506
0.577

Table 5: Minimum functional performance requirements
to be evaluated according to (Wu, Lim, & Yang, 2013)

The functional performance evaluation of the HERCULES object tracking
application according to [Wu et al 2013] shall provide performance figures
exceeding the numbers given in
Table 5.

4.6.3 Requirements on power consumption
To quantify the requirements of the HERCULES object tracking application in terms of acceptable power
consumption, we refer to commercial hardware solutions specialized for object tracking tasks.
Table 6 lists some object tracking solutions together with their energy consumption - as listed on the
websites of the corresponding manufacturer or distributor (c.f. column “Source”). It has to be noted
that this list by no means implies a complete equivalence of the listed products with the HERCULES
object tracker w.r.t other requirements or features. For instance, some of the products implement
additional image processing functions besides pure object tracking. On the other hand, to the best of
our knowledge, for none of these products, functional performance figures (evaluated on open
tracking benchmarks) seem to be publically available. For these reasons,
Table 66 shall be understood as an indication of the typical power consumption of commercial object tracking
solutions – defining a guideline for requirements we define for the HERCULES object tracker.
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Embedded
Hardware
Video Power
Tracker
[W]
VISION4CE CHARM Module
4

Source

VISION4CE CHARM Board

7

ABACO
Systems
AIM12
(formerly GE Intelligent Platforms)
ABACO
Systems
ADEPT74
(formerly GE Intelligent Platforms)
ABACO
Systems
ADEPT104
(formerly GE Intelligent Platforms)
ABACO
Systems
ADEPT105
(formerly GE Intelligent Platforms)
ABACO
Systems
ADEPT3100
(formerly GE Intelligent Platforms)
SightLine Applications SLA-1500

5

http://www.vision4ce.com/products/videotrackers
http://www.vision4ce.com/products/videotrackers
https://www.abaco.com/download/aim12/12844

17

https://www.abaco.com/download/adept74

5

https://www.abaco.com/download/adept104

10

SightLine Applications SLA-2000

6

SightLine Applications SLA-3000

10

https://www.abaco.com/download/adept105/12
036
https://www.abaco.com/products/adept3100automatic-video-tracker/p3718
http://sightlineapplications.com/sla-videoprocessing/sla-1500-product-line/sla-1500-oem/
http://sightlineapplications.com/sla-videoprocessing/sla-2000/sla-2000-oem/
http://sightlineapplications.com/docs/DS-SLA3000-v004.pdf

2
3

Table 6: Typical power consumption of commercial hardware solutions for object tracking.

As can be seen from
Table 6, the power consumption ranges from as low as 2W to almost 20W. From these figures, we require the
HERCULES platform to provide an average power consumption below 10W during object tracking.
During the execution of the object tracking application, the HERCULES platform
shall have an average power consumption not higher than 10W for an image size
of at least 640x480 pixel.
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4.7

Implementation Requirements
4.7.1 Software Libraries

For the avionic use case, the following software libraries are required to be available on the HERCULES
platform:
Library

Comment

C++ Standard Library

C++11 or higher

FFT library

FFT library, like FFTW or CUDA cuFFT (depending on HERCULES
platform)

Linear algebra library

Linear algebra library: BLAS compatible library like CUDA cuBLAS
(depending on HERCULES platform)
Table 7 Required software libraries.

The HERCULES platform shall provide the software libraries listed in Table 7.

4.8

Summary of avionic use-case requirements

For uniformity with the automotive use-case, the following table lists the requirements to be verified in the
avionic use case.
Requirement ID

Requirement description

R_AVUC_1

The per-frame processing time of the HERCULES tracking application shall not exceed
40ms on average for an image size of at least 640x480 pixel.

R_AVUC_2

The per-frame worst-case processing time of the HERCULES tracking application shall
not exceed 50ms for an image size of at least 640x480 pixel.

R_AVUC_3

The functional performance evaluation of the HERCULES object tracking application
according to [Wu et al 2013] shall provide performance figures exceeding the numbers
given in Table 5.

R_AVUC_4

During the execution of the object tracking application, the HERCULES platform shall
have an average power consumption not higher than 10W for an image size of at least
640x480 pixel.
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R_AVUC_5

The HERCULES platform shall provide the software libraries listed in Table 7.

Table 8 List of avionic use case requirements
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5

CONCLUSIONS

This document described the automotive and avionic use-cases of the HERCULES project, consisting in a an
ADAS system for automatic valet parking in a semi-structured environment, and in a visual object tracking
application based on online machine learning. Both applications have been analysed, identifying their main
composing parts.
The functional and non-functional requirements of both use-cases have been detailed, highlighting meaningful
performance metrics for the related specific domains, with particular relation to timing requirements and
constraints, processing workload, memory footprint, power requirements, and required libraries.
These requirements will be a reference point throughout the development of the whole framework, and they
will be the baseline against which we will validate the framework during the project.
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